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1. Introduction
Evaluation of machine translation (MT) is a difficult task,
both for humans, and using automatic metrics. The main
difficulty lies in the fact that there is not one single correct
translation, but many alternative good translation options.
MT systems are often evaluated using automatic metrics,
which commonly rely on comparing a translation to only
a single human reference translation. An alternative is dif-
ferent types of human evaluations, commonly ranking be-
tween systems or estimations of adequacy and fluency on
some scale, or error analyses.
We have explored four different evaluation methods on

output from three different statistical MT systems. The
main focus is on different types of human evaluation. We
compare two conventional evaluation methods, human er-
ror analysis and automatic metrics, to two lesser used eval-
uation methods based on reading comprehension and eye-
tracking. These two methods of evaluations are performed
without the subjects seeing the source sentence.
There have been few previous attempts of using read-

ing comprehension and eye-tracking for MT evaluation.
One example of a reading comprehension study is Fuji
(1999) who conducted an experiment to compare English-
to-Japanese MT to several versions of manual corrections
of the system output. He found significant differences be-
tween texts with large differences on reading comprehen-
sion questions. Doherty and O’Brien (2009) is the only
study we are aware of using eye-tracking for MT evalua-
tion. They found that the average gaze time and fixation
counts were significantly lower for sentences judged as ex-
cellent in an earlier evaluation, than for bad sentences.
Like previous research we find that both reading compre-

hension and eye-tracking can be useful for MT evaluation.
The results of these methods are consistent with the other
methods for comparison between systems with a big qual-
ity difference. For systems with similar quality, however,
the different evaluation methods often does not show any
significant differences.

2. MT systems
We applied our evaluation methods to three different
English-to-Swedish phrase-based statistical machine trans-
lation systems, all built using the Moses toolkit (Koehn et
al., 2007) and trained on the Europarl corpus (Koehn,
2005). Two systems differ in the amount of training data,
Large, with 701,157 sentences, and Small with 100,000
sentences. The third system, Comp, uses the same train-
ing data as Large, and additional modules for compound

processing (Stymne and Holmqvist, 2008). These systems
are also compared to the human reference translation in Eu-
roparl.

2.1 Test texts
We performed the evaluation on four short Europarl texts,
from the fourth quarter of 1999, which has been reserved
for testing. The texts have 504-636 words. All results are
aggregated over the four texts.

3. Evaluation
We have explored four types of evaluations: automatic met-
rics, human error analysis, reading comprehension and eye-
tracking. The human error analysis was made by two per-
sons. They had an inter-rater reliability of 87.8% (Kappa:
0.63). The reading comprehension and eye-tracking studies
were performed as a user study with 33 subjects for read-
ing comprehension, and 23 of those 33 for eye-tracking. In
these studies the subject saw one text each from the three
MT systems, and the human translation.

3.1 Automatic metrics
Table 1 shows Bleu (Papineni et al., 2002) and Meteor
(Lavie and Agarwal, 2007) scores for the different systems.
On both metrics Small is significantly worse than the other
two systems. The other systems have more similar scores,
with no significant differences, but the trend of which sys-
tem is better is opposite on the two metrics.

Meteor Bleu
Comp 17.48 58.02
Large 16.96 58.58
Small 14.33 55.67
Table 1: Metric scores

3.2 Human error analysis
A human error analysis was performed, where errors were
identified and classified into six error categories, based on
Vilar et al. (2006). The result of the error analysis is shown
in Figure 1. Overall the interaction between error type and
translation type was significant. The Small system has the
highest number of errors, especially for incorrect words,
which is not surprising considering that it is trained on less
data than the other systems. Comp has significantly fewer
errors than Large.

3.3 Reading comprehension
A reading comprehension test was performed using a ques-
tionnaire based on Fuji (1999) that was distributed after

47



Correct Confidence of Estimated Estimated Estimated
answers correct answers fluency comprehension errors

Human 64.50% 7.19 5.56 5.70 2.94
Comp 59.50% 6.43 3.50 4.85 5.67
Large 67.25% 6.82 4.16 4.86 5.34
Small 59.25% 5.97 3.33 4.53 6.11

Table 2: Reading comprehension results

Figure 1: Frequencies of errors

reading each text. The questionnaires contained three con-
tent related multiple-choice comprehension questions. The
confidence of each answer and three evaluation questions
of the readers’ impression of the text were rated on a scale
from 1-8.
The results on the questionnaires are shown in Table 2.

The differences between all systems are not significant. The
number of correct answers is actually higher for the Large
system than for the human reference, but the confidence of
the correct answers is lower. On the estimation questions
the human reference is best in all cases, and Small worst,
with Large a bit better than Comp in the middle.

3.4 Eye-tracking
The eye-tracking study was performed using a SMI Remote
Eye Tracking Device. Error boxes were placed on errors in
four of the error categories from the error analysis. Con-
trol boxes were put in the beginning, middle and end of
each sentence, when there was no error box there. Fixation
time and number of fixations were measured for error and
control boxes, and for the full text. The error boxes had
significantly longer fixation times and a higher number of
fixations than the control boxes. We also found that differ-
ent types of errors had significantly different fixation time,
with word order errors having the longest fixations, and un-
translated words the shortest. This indicates that some error
types are more problematic than others for human readers.
The fixation time of error boxes were significantly differ-
ent between the three MT systems with Small having the
longest and Large the shortest fixation times. The same ten-
dency could be seen for the number of fixations. Small had
a significantly longer overall fixation time than the human
reference. For the other systems there were no significant
differences in overall fixation time.

4. Discussion and conclusion
It is hard to tell different MT systems apart on texts that
are as short as the ones used in this study. Several of the
methods did not give significant differences between the
systems. But a trend over all methods is that Small is worse
than both the other two systems and the human text. For
the other two systems though, it is hard to say which is
best, with mixed metric results, Comp having fewer errors
on the error analysis, and Large having somewhat better re-
sult on the reading comprehension and eye-tracking. More
research is needed into making a more fine-grained analysis
of the difference between systems of similar quality.
Overall we have shown that reading comprehension and

eye-tracking give similar results to other evaluation meth-
ods for system with large quality differences. For systems
with similar quality, however, the methods do not give con-
sistent results. For such systems we believe it is especially
important to know which aspects of the translations that are
important for the intended usage of the MT system, and
choose an evaluation method that measures that.
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