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Abstract 

We have conducted initial experiments with statistical machine translation between English and 
Swedish based on the Moses toolkit and the Europarl corpus. The main aim was to decrease 
processing times without harming translation quality by changing the settings in Moses and for 
the parameter tuning. The experiments show that translation and tuning times can be cut around 
10 times without harming translation quality, and in some cases the quality is even increased.  
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1. Introduction 

In our earlier work (Holmqvist et al. 2007) we suffered from long processing times. 
This is also frequently reported by other researchers, for instance Koehn & Schroeder 
(2007) who did not redo tuning for new system setups due to time constraints. It is often 
suggested to use clusters for training SMT systems, the Moses toolkit is for instance 
designed to work with Sun Grid Engine to increase throughput (Koehn et al., 2007). We 
wanted to see what was possible to do with a normal desktop computer. 

In this article we describe our initial work with statistical machine translation 
between English and Swedish. The main aim of the study was to experiment with the 
settings in Moses to reduce processing times without harming translation quality. 

In section 2 we describe the tools used in the system. Section 3 outlines the main 
system setup and the baseline system. Section 4 presents the optimization experiments 
and the results of them. Section 5 contains the conclusion. 

2. Tools 

The system was constructed using the Moses toolkit which will be further described in 
this section. 

2.1 Moses 
Moses (Koehn et al., 2007) is an open source toolkit for statistical machine translation. 
It supports phrase-based translation using log-linear models (see Koehn et al., 2003). 

It contains tools for training and running a statistical machine translation system 
including tools for pre- and post-processing, training language, translation and distortion 



models, tuning feature weights using minimum error rate training, a decoder and 
evaluation tools. 

The Moses decoder uses an efficient beam search algorithm. Beam search is a 
heuristic search algorithm where only the best partial results are kept at each point in 
time, in order to handle the exponential number of translation options. The beam size 
can be limited either by histogram or threshold pruning (Koehn, 2004). In histogram 
pruning a fixed maximum size for each beam is set. Threshold pruning cuts out 
hypothesis that are a set factor worse than the best hypothesis in each beam. 

2.2 Minimum error rate training 
To tune feature weights minimum error rate training (MERT; Och, 2003) were used. 
MERT optimizes feature weights in log-linear statistical machine translation models 
with respect to an evaluation metric, often Bleu. 

MERT relies on a corpus of translated and aligned sentences. It translates the 
input sentences and keeps a number of different translation alternatives. Based on them 
the feature weights are recalculated to optimize the Bleu score. The procedure is then 
iterated until the weights converge. There is no guarantee that it will find the global 
maximum, but it generally tends to give good results. 

2.3 Evaluation 
The Bleu metric (Papineni et al., 2002) was used for evaluation. It is an automatic 
evaluation metric that uses modified n-gram precision based on one or more reference 
translations. We have used one reference translation, which is the sentence-aligned 
correspondence from the Europarl corpus.  

There has been some criticism against Bleu; Callison-Burch et al. (2006) state 
that even though Blue previously has been shown to correlate with human judgment this 
is not always true, for instance Bleu fails to measure that a left out content word is 
worse than a left out function word. They, however, conclude that Bleu still is useful in 
many cases since it is inexpensive to run. Especially it can be good when tracking 
broad, incremental changes in one system, which makes it suitable for the current study. 

3. System setup 

The main system setup is based on the baseline system of the shared task at the 
WMT'07 workshop1, which is a high quality phrase-based SMT system. The following 
models were trained: 

! Language model: 5-gram, interpolated Kneser-Ney discount, based on 
SRILM toolkit (Stolcke, 2002). 

! Translation model: GIZA++ (Och & Ney, 2000) is run on the training 
corpus in both directions. Based on this first a word alignment, then a 
phrase alignment is produced. 

! Distortion model: a conditional reordering model is used, where 
different reordering probabilities are calculated for each phrase pair. 

These models are used unchanged in all reported experiments. 
All experiments are performed on an AMD 64 Athlon 4000+ processor with 4 

Gb of RAM and 32 bit Linux (Ubuntu).  
 
 

                                                           
1 http://www.statmt.org/wmt07/baseline.html 



3.1 Corpus 
We used the Europarl corpus version 2 (Koehn, 2005), a collection of European 
parliament proceedings, available in 11 languages, including English and Swedish. 

The corpus was divided into training, tuning and test portions. The full last 
quarter of year 2000 was reserved for testing as suggested by Koehn (2005). Out of this 
638 test sentences were used in the current study. Out of the remainder 2000 sentences 
were chosen evenly for tuning, and the rest was left for training. Table 1 shows corpus 
statistics. The training and tuning portions of the corpus were filtered to remove 
sentences longer than 40 words. This was not done for the test corpus, thus the longer 
sentence length in that part. 

Table 1. Corpus statistics 
 Number of sentences Words/sentence - En Words/sentence - Sw 
Training 612,754 21.8 21.5 
Tuning 2000  21.3 19.3 
Test 638 (>44000 reserved) 28.6 26.1 

 

3.2 Baseline system  
Parameter tuning was performed on 500 sentences picked evenly from the tuning 
portion. The reason for reducing the size was time limits. For testing the standard test 
set of 638 sentences was used. 

The result of the baseline system is shown in table 2. The Bleu score for 
translating into English is considerably higher than for translation into Swedish. This is 
in line with previous results (e.g. Koehn, 2005). One explanation for this is that it is 
harder to translate into morphologically richer languages, like Swedish, which for 
instance has noun and adjective inflection for grammatical gender. 

Table 2. Bleu scores for the baseline system 
English!Swedish Swedish!English 

0.2363 0.2872 
 

4. Experiments 

A number of experiments were performed to see if processing times could be cut in the 
decoding and/or tuning phase based on the settings for Moses and MERT. These 
experiments were performed in the translation direction English-to-Swedish. In addition 
the best setups from this translation direction were directly applied to the opposite 
translation direction. 

4.1 Experiments with decoding 
In this experiment decoding parameters were changed to find a good compromise 
between speed and quality. Tuning was not redone for the different setups; the weights 
from the baseline were used.  

We varied the settings for the size of the beams used in the beam search 
algorithm and the phrasetable size, that is, how many alternative translations are 
considered for each source language phrase. The used values are shown in table 3.   

Due to time constraints a small test set of 100 sentences were used in this 
experiment. This means that the Bleu scores are not comparable to the baseline results. 



Table 3. Varied variables for decoding experiments 

Phrase table Beam 
Fixed limit (default 20) Fixed limit (default 100) Threshold 

1, 5, 10, 30, 50 1, 10, 50, 100, 200, 400 0, 0.001, 0.01, 0.1, 0.2 

Table 4. Results from the decoding optimization, sorted by Bleu score, the setup 
closest to the baseline is marked by bold face 

Beam size Phrasetable 
size 

Time (min) Bleu 

10 5 2.28 0.2233 
50 5 2.67 0.2226 
100 5 3.18 0.2223 
200 5 4.00 0.2219 
400 5 5.40 0.2219 
10 10 2.40 0.2214 
10 30 2.77 0.2213 
10 50 3.12 0.2211 
50 50 6.53 0.2206 
50 10 3.23 0.2205 
100 30 7.35 0.2204 
50 30 4.88 0.2204 
100 50 10.58 0.2202 
200 30 12.48 0.2201 
200 50 19.00 0.2199 
100 10 4.10 0.2198 
400 10 9.35 0.2198 
200 10 6.00 0.2198 
400 30 21.85 0.2197 
400 50 33.83 0.2195 
1 5 2.20 0.2171 
1 10 2.23 0.2166 
1 30 2.27 0.2163 
1 50 2.45 0.2162 
200 1 2.37 0.2129 
400 1 2.33 0.2129 
100 1 2.30 0.2129 
10 1 2.25 0.2129 
50 1 2.27 0.2129 
1 1 2.17 0.2127 

 

Results 
Inspecting the results showed that changing the threshold settings for the beam size did 
not in any case influence the Bleu scores. It also had a minor effect on decoding times. 
All subsequent results will thus be reported using a beam size threshold of 0.2. 

Table 4 shows the results of the experiments with different decoding settings, 
sorted on Bleu score. As can be seen the differences in Bleu scores are generally small, 
but the time differences are substantial. Increasing beam size and phrasetable size did 
not improve translation. This is in line with results of Koehn & Schroeder (2007). 

There is an overhead for loading all models of about 2 minutes, so the actual 
translation time for the fastest system is about 30 seconds, more than 10 times faster 



than for the baseline-like system with a translation time of over 5 minutes. It turns out 
that the best performing systems are also among the fastest.  

To compare the fast setups against the baseline we ran two fast configurations on 
the full test set. As shown in table 5 both these systems have a slightly higher Bleu score 
than the baseline of 0.2363.  

The current study only limits phrase table size based on the options built into 
Moses. Other ways of limiting it has been suggested, e.g. by Johnson et al. (2007) who 
successfully use significance levels to reduce phrase table size. 

Table 5. Results of running two fast setups on the full test corpus 
Beam Phrasetable Bleu 
5 10 0.2373 
10 10 0.2368 

 

4.2 Experiments with tuning 
In the tuning phase a number of sentences are translated a number of times, and tuning 
speed can thus be increased by speeding up decoding, based on the previous 
experiment, which was also done. In addition to this we wanted to find out how the 
results were influenced by changing the number of sentences used for tuning, and by 
changing the translation alternatives considered for each sentence, the n-best list. 

We used two different fast settings for the decoder. Setup A uses a phrasetable 
size of 10 and a beam size of 10; setup B a phrasetable size of 5 and a beam size of 10. 

First an experiment was performed where the number of sentences varied 
between 20 and 500, and the n-best list between 10 and 100. 

Based on the results of the first experiments the number of tuning sentences were 
increased in a second experiment, to a maximum of 2000. 

Results 
The result of the first experiment is shown in table 6. A general trend that can be 

seen is that both translation times and quality are higher with a higher number of 
sentences. The processing time per iteration increases both with a higher number of 
sentences and with a larger n-best list. The size of the n-best list does not seem to have a 
correlation with quality. The general trends regarding translation quality is consistent 
for the two decoder setups. 

It can be noted that two setups get very low Bleu scores (< 0.1), but that this 
happens in different conditions for the two decoder setups. 

Table 6. Results of tuning optimization, the middle columns refer to decoder 
setup A and the two rightmost to setup B 

Corpus N-best Time (min, A) Iterations (A) Bleu (A) Iterations (B) Bleu(B) 
20 10  53 39 0.2076 16 0.2146 
20 50  19 11 0.2180 9 0.1992 
20 100 24 14 0.0650 13 0.2081 

100 10  41 19 0.2210 3 0.0728 
100 50  87 25 0.2298 13 0.2298 
100 100 62 15 0.2239 21 0.2348 
500 10  103 24 0.2415 19 0.2375 
500 50 96 15 0.2331 18 0.2373 
500 100 196 16 0.2381 18 0.2377 



Table 7. Results of tuning with a high number of sentences, using setup A 

Corpus N-best Iterations Bleu 
500 50 15 0.2331 
500 100 16 0.2381 
1000 50 9 0.2372 
1000 100 10 0.2400 
1500 50 18 0.2362 
1500 100 16 0.2377 
2000 50 9 0.2383 
2000 100 10 0.2365 

 
Since an increased number of sentences improved the result in experiment 1, a 

second experiment with up to 2000 sentences was performed. As table 7 shows, the 
increase in quality does not continue with more than 500 sentences.  

4.3 Applying results in the opposite translation direction 
Due to time constraints it was only possible to run the full set of experiments in one 
translation direction. To see if the result seems to be applicable in the opposite 
translation direction Swedish-to-English translation was run with the best decoder and 
tuning settings from the experiments in the other direction. 

Results 
Table 8 shows the best results for both translation directions. Translating into Swedish 
led to increased quality, especially with changed tuning. Translation into English is 
worse than the baseline using a fast decoder only. Adding appropriate fast tuning gives 
a Bleu score approximately as high as the baseline, with much faster tuning and 
decoding times. It thus seems that the new settings can be used in both translation 
directions without quality loss. 

Table 8. Results of the baseline and the best settings from the optimization 
experiments applied to both translation directions 

 En!Sw Sw!En 
Baseline 0.2363 0.2872 
Fast decoding 0.2373 0.2730 
 + fast tuning 0.2415 0.2869 

 

5. Conclusion 

The performed experiments show that it is possible to speed up decoding and tuning 
without a loss in translation quality. In some cases there is even an increase in 
translation quality. The changes made in the decoding phase showed small differences 
in Bleu score, but gave around 10 times faster decoding than the baseline system. This 
can also be used to speed up tuning. 

Changing the tuning led to larger differences in translation quality. It seems that 
a higher number of tuning sentences increase quality, but only up to a limit of around 
500 sentences. Further experiments are needed to refine this ceiling and to see if it is 
constant between languages, translation directions and system setups. 

The results of these experiments are very promising since they will allow us to 
perform more experiments in a shorter time, which will be useful when pursuing our 
work with statistical machine translation between English and Swedish. 
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