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Purpose and aims 

The purpose of the proposed project is to evaluate whether a dictionary-based system, for 
recognition of species names in scientific articles and abstracts, can be used for detecting 
common and Linnaean species names in legacy biodiversity literature. 

The project aims to evaluate whether the SPECIES tool can be efficiently used for 
recognising species names in digitised texts on botany, entomology, mycology, and zoology 
from the Biodiversity Heritage Library. 

 

Survey of the field 

The task of detecting information units such as proper names, dates, geographical locations or 
biological species in text is referred to as named entity recognition (Nadeau & Sekine 2007).  

Systems developed for detecting species names in text can, according to Gerner et al. (2010), 
be divided into two main approaches: The first is a rule-based approach, making use of the 
structure of Linnaean names. This has been the main approach for searching for species 
mentions in biodiversity legacy documents. A rule-based approach has the advantage of 
extending to new names, previously unknown to the system. One such system is TaxonGrab 
(Koning et al. 2005), which has been tested with good results on extracting species mentions 
from digitised text on ornithology.  

The other approach is a dictionary-based approach. In addition to finding Linnaean names, 
this approach can be used to find common names for species. It has mainly been applied to 
finding species names in current biomedical literature. A dictionary-based approach has the 
advantage of being able to link entities to database identifiers. Gerner et al. (2010) have 
developed a dictionary-based system called LINNEAUS for linking species names in 
biomedical literature to database identifiers in the NCBI Taxonomy database. For evaluation 
purposes they also created an annotated corpus, the L100, consisting of 100 randomly selected  
full-text documents from PubMed Central open access. They report a high performance (in 
terms of precision and recall) of their system on the L100 corpus. 

The SPECIES tool, which is the focus of this proposed project, is similarly a dictionary-based 
approach, making use of the NCBI Taxonomy database (Pafilis et al. 2013). It is capable of 
recognising Linnaean names, common names, abbreviations and acronyms for species. It also 
maps the entities to NCBI Taxonomy database record identifiers. Pafilis et al. (2013) 
compared the SPECIES system to the LINNEAUS system and evaluated it on the same L100 
corpus. In addition they developed an additional annotated corpus consisting of article 
abstracts on the topics of bacteriology, botany, entomology, medicine, mycology, 
protistology, virology and zoology (the S800 corpus) on which both systems were evaluated 
and compared. Both systems performed well on both corpora, both for recognising documents 
and for individual mentions of species. The SPECIES tool is however considerably faster.  



Since the SPECIES tool has only been evaluated on corpora of current full-text scientific 
papers and article abstracts, it is of interest to find out whether the tool can be applied to other 
kinds of text, such as biodiversity legacy literature, with equal accuracy. Although rule-based 
systems have been developed previously for biodiversity literature, they are limited to 
detecting species names in the Linnaean nomenclature. A tool such as SPECIES based on a 
dictionary approach could potentially also extract common names from the text. 
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Programme description 

I intend to apply the SPECIES tool to an annotated corpus of digitised biodiversity literature 
from the Biodiversity Heritage Library (http://www.biodiversitylibrary.org/). The corpus will 
contain excerpts from texts on four of the eight fields of biology used in the development of 
the tool, namely botany, entomology, mycology, and zoology. I will measure precision and 
recall for documents, as well as for mentions of species, and discuss the results in comparison  
with the system's previously demonstrated performance on the S100 and S800 corpora of 
scientific papers and abstracts.  

If there is time, the study will be extended to compare the performance of the SPECIES tool 
to the performance of TaxonGrab or LINNEUS on the same biodiversity corpus. 

 
Time plan 

23/10 - 23/11 Write introduction and background sections of term paper 
23/10 - 11/11 Prepare and annotate corpus 
12/11 Progress report 
12/11 - 26/11 Run analyses 
19/11 Progress report 



24/11 - 3/12 Write methods section of term paper 
3/12 Progress report 
26/11 - 10/12 Write results and conclusions sections of term paper 
10/12 Progress report 
12/12 First version of paper complete 
12/12 - 7/1 Revise paper 
7/1 Revised version of paper complete 
8/1 Presentation of term paper 
 

Significance 

There is a vast and increasing amount of scientific information produced in digital format in 
biology and related natural sciences. Much of this information is in the form of natural 
language text, for example in scientific journal articles and abstracts, free text database 
entries, medical records, agency reports, and digitised books and historical documents. This 
machine readable information is a goldmine for discovering new knowledge and hitherto 
unknown relationships, but only if the information can be extracted and analysed.  

The amount of information available is impossible for any human researcher to read and 
analyse, but computers have the ability to process such datasets. In order to mine information 
from natural language text however, the important data must first be identified and extracted 
from the documents. For a computer this is not a trivial task: to be able to recognise a species 
name, for example, the system must handle that the name often consists of more than one 
word, and that it can be written as a common name (for example "Eurasian wolf") or in Latin 
according to the Linnaean taxonomy ("Canis lupus lupus") . The name can also be inflected 
("wolves") or abbreviated ("C. lupus"). In addition, the system must be able to handle such 
things as synonyms, ambiguity, the use of acronyms, and misspellings. 

Reliable extraction of species names has many potential applications in the field of 
biodiversity research, especially if the names can also be linked to database identifiers: For 
example, it can aid researchers in retrieving documents containing information regarding a 
particular species of interest. Another application might be to discover patterns of which 
species often coexist in nature, which could be useful in identifying valuable nature types that 
should be given special protection. If other information is extracted along with the species 
names, new knowledge of environmental requirements for endangered species might for 
example be found. If species names, along with geographical locations and time points, are 
extracted, new knowledge of species historical distribution patterns would emerge. And so on. 

There is therefore a need for efficient, reliable tools to accomplish the task of identifying and 
extracting biological entities, such as species names, from a diverse range of document types. 
The SPECIES tool has been demonstrated to extract species names from scientific full-text 
articles and abstracts rapidly and with high accuracy. The system also has the advantage of 
linking a species name to a stable database identifier where possible. It is thus of great interest 
to study whether this tool expands to use also on other types of documents containing 
biological information, such as digitised legacy literature. 


