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1 Purpose and aims

The purpose of this study is to explore the viability of a selection of new feature
sets for text classification. More specifically, it will investigate feature selection
based on dependency parses, as opposed to more conventional binary bag-of-
words or TF/IDF scores. While this has been done before in [2], such features
have only been based on word pairs and their dependency relation in the text.
This study aims to see wether or not there is any classification accuracy to be
gained from constructing features from paths longer than 1 in parse trees over
the documents.

2 Survey of the field

While syntactic features for text classification has been extensively studied, find-
ing papers that use dependency relations (instead of phrase structures) is rather
difficult; this project thus falls into a domain of inquiry that seems rather unex-
plored. A key paper is Nastase and al.’s Using Dependency Relations for Text
Classification[2]. In it, the authors models documents by extracting syntacti-
cally related word-pairs, gained from dependency parses of individual sentences.
They propose a number of feature vectors based around this syntactic approach;
with or without labeled dependency arcs and with or without an auxiliary word
unigram vector (using either lemmas or word forms). When evaluating against
the Reuters-21578 corpus they find that word-pairs with no auxiliary vectors
outperform a unigram baseline, and that labeled word-pairs yield a higher ac-
curacy than unlabeled dittos.

While [2] has been cited by a small number of other studies (24 times, accord-
ing to Google Scholar, October 2016), these don’t seem to extend the concept
of dependency relation features into more complex structures (i.e. longer paths
in the parse tree).
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3 Programme description

Elaborating on the positive results presented in [2], this project will investigate
the utility of a new set of features. Previous work has been done on features
considering two lemmas and the dependency relation (either labeled or un-
labeled) between these, (L1, r(1,2), L2), either in isolation or in combination with
a bag-of-words vector. The proposed features will extend the parent annotation
in varying degrees:

• Incoming dependency arc: (r(1,2), L2, r(2,3), L3) The dependency arc
to the head L1 is included in the feature.

• 2-level parent annotation: (L1, r(1,2), L2, r(2,3), L3) Features have 3
nodes and 2 arcs.

• n-level parent annotation for PoS tags: (POS1, r(1,2), ..., rn−1,n,POSn)
Lemmas are replaced with their PoS tags to keep sparsity in check. This
model will be attempted for different values of n.

These models will then be evaluated both in isolation and in combination with
bag-of-words vectors, and compared to TF/IDF baselines.

The actual implementation will be in Python, using the sklearn library for
the training and classification parts of the pipeline. Two classifiers will be used
- SVMs and Naive-Bayes.

The authors of [2] hints at larger improvement gains for syntax based classi-
fication on documents that are longer than those in the Reuters-21578 corpus.
It would therefore be interesting to do the evaluations of the feature sets pro-
posed here on a corpus with longer documents. Furthermore, some of these new
features will be more sparse than previous methods such as TF/IDF scoring.
Using a larger corpus could give a fairer view of the utility of the models in fu-
ture applications; since the size of available training corpora constantly grows,
the pursuit of larger corpora in model evaluation isn’t as contrived or biased as
it might first appear to be. I will therefore, as a part of my study, investigate
wether some subset of the Swedish Parliament bill database could be a useful
alternative to the Reuters corpus.

The database contains some 140’000 bills from the years 1971-2016. Each
bill has been manually tagged with a set of attributes such as date, sponsor(s)
and - mostly relevant for this study - in what committee they’ve been treated.
This last categorisation ought to correspond rather well to an intuitive notion
of subject matter - if a bill argues on some trade issue it would most likely be
treated in the Committee of Industry and Trade and military matters would be
discussed in the Committee of Defence. The content of the bills vary in length,
but can generally be said to be longer than the documents in Reuters-21578.
Since the raw bill texts contain some metadata in themselves, the may have to
be subjected to a bit of preprocessing.

If the Parliament dataset is to be used as the evaluation corpus instead of
the Reuters corpus, previous methods (most notably [2]) and baseline models
would have to be implemented and tested in addition to the new models.
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Even with the added burden of reproducing the results from [2], this project
should be feasible given 10 weeks of part time work (200 hours).

4 Significance

This project would, to my knowledge, be the first attempt at using larger de-
pendency subtrees for feature extraction - strange though it may sound. The
authors of [1] use dependency structures with arbitrary depths for text clas-
sification, but they don’t seem to include the dependency relations in their
features.

The only elaboration of [2] relevant to this study seems to be works of Özgür
and Güngör [3, 4]. They, however, focus on feature pruning rather than explor-
ing new features as such. In the event that this study shows promising results
the methods presented by them could be applicable to increase classification
accuracy.
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