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Syntactic parsing is normally conceived as a structural prediction problem, where we map from
an input space X of sentences to an output space Y of syntactic representations. In this first
lecture, I will discuss different ways of defining the input space (§1), the output space (§2), and
the mapping from inputs to outputs (§3). I will then discuss how to evaluate syntactic parsers
(§5) and introduce a general framework for describing parsing models (§4).

1. Input

We generally assume that an input x ∈ X is a sentence consisting of a sequence x1, . . . , xn of
tokens. This simple characterization in turn gives rise to a number of questions. How do we
delimit sentences? How do we split sentences into tokens? And what properties do tokens have?

In carefully edited text in western script, the delimitation of sentences is usually straightfor-
ward given the clues of punctuation and capitalization. In other writing systems, and in certain
text genres like email and twitter, this task can be much more challenging. And in spoken lan-
guage, many researchers would question that the sentence is a relevant unit at all. In syntactic
parsing research, it is generally assumed that the delimitation of sentences is not part of the
parsing task itself. However, it should be kept in mind that parsing presupposes adequate sen-
tence segmentation, and that the quality of parsing results may degrade considerably if sentence
segmentation deviates from the expected norm. Furthermore, it is assumed that every sentence
is processed without considering the wider context it occurs in. Attempts to extend the parsing
process to capture relations between sentences is sometimes referred to as discourse parsing (cf.
Marcu, 2000).

The task of tokenization, splitting a sentence into a sequence of discrete tokens, is even more
important for accurate syntactic parsing but nevertheless in most cases not considered part of
syntactic parsing proper. In general, it is assumed that the tokens of a sentence consist of
independent word forms and punctuation marks, but there are many phenomena occurring in
natural text, such as abbreviations, date expressions and measurements, where tokenization is
somewhat arbitrary. The nature of the writing system used is also important. Whereas alphabetic
scripts often contain reliable clues to word boundaries, the word segmentation problem in written
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Chinese is much more challenging. Moreover, in morphologically rich languages, word forms can
be quite complex and include elements that in other languages would be realized as independent
word forms. This raises the question of whether such word forms should be split into several
tokens, either before or during parsing. For example, consider the pattern of agglutination in
Turkish and the corresponding translations into English in Fig. 1.

ev (the) house
evler (the) houses
evleriniz your houses
evlerinizden from your houses
evlerinizdendi (he/she/it) was from your houses

Figure 1. Agglutinative morphology in Turkish.

The question of whether word forms should be subjected to morphological segmentation prior
to parsing is related to the more general question of what linguistic analysis of tokens (if any)
should be carried out before parsing begins. This is something that varies from one approach to
the next. At one extreme, there are systems that presuppose that the tokens have been annotated
for parts of speech, lemma, and morphosyntactic properties like case, number, tense, aspect, as
illustrated for a Czech sentence in Fig. 2. At the other end of the spectrum, we find systems that
take only the raw tokens (as sequences of characters) as input to parsing and which may or may
not provide the additional annotation as output of the parsing process. It is currently an open
question whether morphological analysis (and other forms of lexical processing) is best viewed
as preprocessing to parsing or whether it should be integrated with syntactic analysis in a joint
parsing process. In any case, it is important to keep these differences in mind when comparing
different parsing systems.

Token Lemma Tag Features
Je být B Num=S|Per=3|Ten=P|Neg=A|Voi=A
tento tento D Gen=Y|Num=S|Cas=1
reklamńı reklamńı A Gen=I|Num=S|Cas=1|Gra=1|Neg=A
slogan slogan N Gen=I|Num=S|Cas=1|Neg=A
pravdivý pravdivý A Gen=I|Num=S|Cas=1|Gra=1|Neg=A
? ? :

Figure 2. Token annotation in the Prague Dependency Treebank (Hajič et al.,
2001; Böhmová et al., 2003). Gloss: Je/Is tento/this reklamńı/advertising slo-
gan/slogan pravdivý/true ?/?

Summing up the discussion in this section, we assume that the input space X consists of
sentences, each of which is a sequence of tokens x = x1, . . . , xn. A token has a surface form
(sequence of characters) and may or may not have additional attributes such as a part of speech,
a lemma, and morphosyntactic properties.

2. Output

An input sentence x ∈ X should be mapped to a syntactic representation y ∈ Y, but what counts
as a syntactic representation of a sentence? Over the years, a number of different linguistic
theories have provided different answers to this question, both in terms of what properties and
relations to represent (for example, whether to focus on constituency or dependency relations)
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Figure 3. Constituent structure for an English sentence taken from the Penn
Treebank (Marcus et al., 1993, 1994).

and in terms of how to delimit syntax from morphology, on the one hand, and semantics, on
the other. In addition, a number of different schemes for syntactic corpus annotation have
been developed, most of which are only loosely related to a linguistic theory. In general, it is
probably fair to say that most current parsers, especially those induced from treebank data,
assume syntactic representations that are rather impoverished compared to what is found both
in annotation schemes and (especially) linguistic theories. For example, whereas many linguistic
theories posit multi-stratal representations of varying complexity, most parsers assume a single
representation that normally takes the form of a tree structure.

Historically, the most common type of representation used in parsing is based on the notion
of constituency. In a constituent structure (or phrase structure), a sentence is recursively decom-
posed into smaller segments that are categorized according to their internal structure into noun
phrases, verb phrases, etc. Constituent structures are naturally induced by context-free gram-
mars (Chomsky, 1956) and are assumed in many theoretical frameworks of natural language
syntax, for example, Lexical Functional Grammar (LFG) (Kaplan & Bresnan, 1982; Bresnan,
2000), Tree Adjoining Grammar (TAG) (Joshi, 1985, 1997), and Head-Driven Phrase Structure
Grammar (HPSG) (Pollard & Sag, 1987, 1994). They are also widely used in annotation schemes
for treebanks, such as the Penn Treebank scheme for English (Marcus et al., 1993, 1994), and in
the adaptations of this scheme that have been developed for Chinese (Xue et al., 2004), Korean
(Han et al., 2002), Arabic (Maamouri & Bies, 2004), and Spanish (Moreno et al., 2003). Fig. 3
shows a constituent structure for an English sentence from the Penn Treebank.

Another kind of representation that has gained popularity in recent years is instead based
on the notion of dependency. In a dependency structure, a sentence is analyzed by connecting
its words by binary asymmetrical dependency relations, and words are categorized according to
their functional role into subject, object, etc. Dependency structures are adopted in theoretical
frameworks such as Functional Generative Description (Sgall et al., 1986) and Meaning-Text
Theory (Mel’čuk, 1988) and are used for treebank annotation especially for languages with free
or flexible word order. The best known dependency treebank is the Prague Dependency Treebank
of Czech (Hajič et al., 2001; Böhmová et al., 2003), but dependency-based annotation schemes
have been developed also for Arabic (Hajič et al., 2004), Basque (Aduriz et al., 2003), Danish
(Kromann, 2003), Greek (Prokopidis et al., 2005), Russian (Boguslavsky et al., 2000), Slovene
(Džeroski et al., 2006), Turkish (Oflazer et al., 2003), and other languages. Fig. 4 shows a
dependency structure for the same English sentence as in Fig. 3.
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Figure 4. Dependency structure for an English sentence taken from the Penn
Treebank, converted using the procedure described in Nivre (2006).

A third kind of syntactic representation is found in categorial grammar, which connects syn-
tactic (and semantic) analysis to inference in a logical calculus. The syntactic representations
used in categorial grammar are essentially proof trees, which cannot be reduced to constituency
or dependency representations, although they have affinities with both. In statistical parsing,
categorial grammar is mainly represented by Combinatory Categorial Grammar (CCG) (Steed-
man, 2000), which is also the framework used in CCGbank (Hockenmaier & Steedman, 2007), a
reannotation of the Wall Street Journal section of the Penn Treebank.

In this course, we will follow the mainstream tradition in syntactic parsing and assume (unless
otherwise stated) that the output space Y is a set of tree structures, normally either constituency
trees or dependency trees.1 Many of the techniques that we will study are applicable to a wide
range of syntactic representations, while others are designed to exploit specific properties of one
representation.

3. Mapping

Having established that a parser should relate sentences to syntactic representations, the next
relevant question is how to characterize the mapping X → Y. Is it a function or a relation?
What relation should hold between a sentence and its syntactic representation(s)? Somewhat
surprisingly, these questions are seldom discussed explicitly in the literature, and the answers
implicitly assumed in syntactic parsing research have changed over time.

Historically, the notion of parsing was intimately tied to the notion of grammaticality, and
the task of a parser was originally considered to be twofold: to decide whether a sequence of
tokens was a grammatical sentence or not (recognition) and, if so, to derive every valid syntactic
representation for the sentence (parsing proper). Given the ambiguity in natural language, this
implies that the mapping is a relation, not a function, and that ambiguous sentences are mapped
to more than one representation while ungrammatical sentences (token sequences) are mapped
to nothing. The task of disambiguation, that is, of selecting the contextually most appropriate
representation in cases of ambiguity, is on this view not part of parsing itself. Furthermore, it
is important to draw a distinction between a particular input x being grammatical or not with
respect to a specific formal grammar G (say, a context-free grammar) and x being grammatical
in a given natural language (say, Swedish). The former is a well-defined decision problem, where
a parser is supposed to return true or false for a given input-output pair (x, y) if and only if y
is a valid syntactic representation of x according to G. The latter is a fundamentally ill-defined
problem, as long as we lack a complete and formally precise grammatical characterization of

1This means that we will not discuss the approach called partial parsing, which only attempts to analyze a
subset of the syntactic relations in a sentence, either because the application does not require a complete analysis

or as an attempt to break down the full parsing task into a cascade of simpler mappings (cf. Abney, 1991; Ramshaw
& Marcus, 1995).
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Swedish, but it is arguably the kind of problem that interests us in most practical applications of
parsing technology. And any hope that solving the former problem will provide an approximate
solution to the latter crucially depends on the assumption that G is a reasonable approximation
of the true grammar of Swedish.

More recently, the view of parsing has changed to focus on a notion of optimality in place
of grammaticality, and the task of a parser is then to return the contextually most appropriate
representation for an input sentence, regardless of how many other representations are gram-
matically reasonable and (often) regardless of whether the sentence is grammatical or not. This
implies a shift from focusing of sentences as abstract types, which can have different interpre-
tations in different contexts, to sentences as events with a specific contextual interpretation. It
implies that disambiguation is part of the parsing task itself and it is generally assumed that
the mapping can be viewed as a function, that is, that every sentence has exactly one preferred
interpretation. Again, however, it is important to draw a distinction between a particular input
x having the optimal representation y according to a specific mathematical model M (which
may or may not include a formal grammar) and y being the optimal representation in a given
natural language. The former is a well-defined optimization problem, where a parser is supposed
to return the output y∗ that maximizes some mathematical function fM : X × Y → R:2

y∗ = argmax
y

fM (x, y)

The latter is again a fundamentally ill-defined problem, as long as we lack knowledge of the true
optimization function used by native speakers of the language, but it is a basic assumption in
most of current parsing research that we can sample the true optimization function by letting
human experts annotate samples of text in the form of treebanks. As we shall see in the next
section, treebank samples therefore also play a central role in evaluating how well a particular
parsing model approximates the interpretation of native speakers.

In this course, we will generally adopt the view that parsing is an optimization problem,
rather than a decision problem. Hence, we will assume that the task of a parser is to map a
sentence x ∈ X to an optimal syntactic representation y ∈ Y and we normally expect there to
be only one such representation. Although it is only with respect to a specific parsing model M
that we can characterize the notion of optimality exactly, we further assume that we can sample
optimal input-output pairs (x, y) by appealing to the judgments of human experts (as recorded
in treebanks).3

4. Models

A syntactic parser is based on a mathematical model M relating the input space X to the output
space Y. Given the view of parsing as optimization, M must provide a ranking or scoring of
possible outputs for a given input. Conceptually, it is often natural to see a parsing model
M = (GEN,EVAL) as consisting of two components:

(1) A generative component GEN that maps an input x to a set of candidate analyses
{y1, . . . , yk}, that is, GEN(x) ⊆ Y (for x ∈ X ).4

(2) An evaluative component EVAL that ranks candidate analyses via a numerical scoring
scheme, that is, EVAL(y) ∈ R (for y ∈ GEN(x)).

2Depending on the model, the optimization may be a minimization rather than a maximization, although it
is usually possible to convert one to the other.

3Note that the view of parsing as optimization can in principle accommodate the older view as a special case by

declaring that all syntactically valid representations are equally optimal and that ungrammatical sentences have
no optimal representations. In this case, f is taken to be a binary function that returns 1 if y is a syntactically
valid representation of x and 0 otherwise.

4In the literature, the notation Yx is often used for what we here call GEN(x).
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In terms of our earlier notation for parsing as optimization, we can say that the model functionfM

to be maximized for an input x is the EVAL function restricted to GEN(x):

y∗ = argmax
y

fM (x, y) = argmax
y∈GEN(x)

EVAL(x, y)

Both the generative and the evaluative component may include parameters that need to be
estimated from empirical data using statistical inference. Especially the generative component
often in addition includes hard constraints, for example, in the form of grammar rules. Estimating
model parameters from data is the learning problem for a parsing model, and the data set used
for estimation is called the training set. Learning may be supervised, unsupervised, or semi-
supervised, depending on whether (all) sentences in the training set are labeled with their correct
analyses or not, but in this course we will concentrate on the supervised case.

Given that we have constructed a parsing model (with or without statistical learning), we need
an efficient way of constructing and ranking the candidate analyses for a given input sentence.
This is the inference problem for a parsing model. Inference may be exact or approximate,
depending on whether or not the inference algorithm is guaranteed to find the optimal solution
according to the model. We shall see that there is often a tradeoff between having the advantage
of a more complex model but needing to rely on approximate inference, on the one hand, and
adopting a more simplistic model but being able to use exact inference, on the other.

5. Evaluation

Given the view of parsing as optimization, the standard method for evaluating the accuracy of a
syntactic parser, that is, the degree to which it succeeds in finding the preferred analysis for an
input sentence, is to run the parser on a sample of sentences T = {(x1, y1), . . . , (xm, ym)} from
a treebank, called the test set. Assuming that the treebank annotation yi for each sentence xi

represents the preferred analysis, the gold standard parse, we can measure the test set accuracy
of the parser by comparing its output for xi to the gold standard parse yi, and we can use the
test set accuracy to estimate the expected accuracy of the parser on sentences from the larger
population represented by the test set.

The simplest way of measuring test set accuracy is to use the exact match metric, which simply
counts the number of sentences for which the parser output is identical to the treebank annota-
tion. This is a rather crude metric, since an error in the analysis of a single word or constituent
has exactly the same impact on the result as the failure to produce any analysis whatsoever, and
the most widely used evaluation metrics today are therefore based on various kinds of partial
correspondence between the parser output and the gold standard parse. For parsers that out-
put constituent structures, the most well-known evaluation metrics are the PARSEVAL metrics
(Black et al., 1991; Grishman et al., 1992), which consider the number of matching constituents
between the parser output and the gold standard. For dependency structures, the closest cor-
respondent to these metrics is the attachment score (Buchholz & Marsi, 2006), which measures
the proportion of words in a sentence that are attached to the correct head according to the
gold standard. Finally, to be able to compare parsers that use different syntactic representa-
tions, several researchers have proposed evaluation schemes where both the parser output and
the gold standard parse are converted into sets of more abstract dependency relations, so-called
dependency banks (Lin, 1995, 1998; Carroll et al., 1998, 2003; King et al., 2003; Forst et al.,
2004).

The use of treebank data for parser evaluation is in principle independent of its use in parser
development. However, parser development, especially with statistical models, often involves
an iterative training-evaluation cycle, which makes statistical evaluation an integral part of the
development. This gives rise to certain methodological issues, in particular the need to strictly
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separate data that are used for repeated testing during development – development sets – from
data that are used for evaluation of the final system – test sets. It is important in this context
to distinguish two different but related problems: model selection and model assessment. Model
selection is the problem of estimating the performance of different models in order to choose
the (approximate) best one, which can be achieved by testing on development sets or by cross-
validation on the entire training set. Model assessment is the problem of estimating the expected
accuracy of the finally selected model, which is what test sets are typically used for. When
different models are evaluated on the same data set, there is also a need for statistical significance
tests to determine whether observed differences in a particular sample should be attributed to
chance or to systematic differences between models.

Finally, it is worth pointing out that accuracy is not the only aspect of a parser’s performance
that can be the object of evaluation. In many practical applications, time and space efficiency,
that is, processing speed and memory consumption, can be critical and therefore often need to
be evaluated empirically using test sets in order to get an estimate based on typical input data.
As a complement to empirical evaluation, we may also rely on theoretical results concerning
soundness/completeness of algorithms (whether an algorithm derives only/all valid outputs) and
time and space complexity (runtime and space requirements in the asymptotic worst case).
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J. Hajič, et al. (2004). ‘Prague Arabic Dependency Treebank: Development in Data and Tools’.
In Proceedings of the NEMLAR International Conference on Arabic Language Resources and
Tools.
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