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Abstract 

As one of the most common types of 

multiword expressions in English, Noun-

noun compound occurs frequently and 

consequently brings problems to natural 

language processing community and special 

interest to academic researchers. In this 

paper, NN compounds are automatically 

extracted and filtered according to their PoS 

tags as well as word alignments from two 

different kinds of parallel corpus in the 

language pair of English and Swedish. The 

study shows that NN compounds can be 

efficiently extracted and filtered by PoS 

tagging and word alignment. The precision 

level up to 76±10.8% can be achieved in 

English NN compound extraction from a 

film and TV series corpus, and 82±11.2% 

from the corpus of European parliament 

proceedings, dependent on the quality of 

PoS taggers and word aligners. Also, the 

overlapped NN compounds from the two 

corpus reveal the commonality in mass 

media and politics conferences.  

1 Introduction 

Multiword expressions (MWE) include nominal 

compounds, phrasal verbs, idioms, collocations and 

those instances which cannot be easily classified 

such as ad hoc (Copestake et al., 2010). MWEs 

constitute a big challenge in many natural language 

processing (NLP) tasks from part-of-speech (PoS) 

tagging to parsing and machine translation 

(Chatterjee and Balyan, 2011, Constant et al., 2013). 

Noun-noun (NN) compounds are considered to 

have high frequency in English. They are well 

represented in WordNet (Baldwin et al., 2003) and 

are even more prevalent in technical domains with 

idiosyncratic semantics (Tanaka and Matsuo, 1999). 

Typical NN compounds appears as a combination 

of two or more nouns, such as credit card, heart 

attack, and traffic light, etc. Therefore, in this paper, 

we focus on NN compounds in English from 

parallel corpora, with the methods mainly based on 

previous research of Caseli et al. (2010) and Smith 

(2014). Additionally, the application to two 

different kinds of corpus is also described and 

assessed. We have selected the language pair of 

English and Swedish, considering the low linguistic 

disparity between the two languages.  

The paper is structured in the following manner: 

Section 2 discussed previous research in the related 

field. Section 3 describes the details of the corpus; 

the methods applied to extract and filter NN 

compounds, and the evaluation process. Section 4 

presents the results and analysis. Section 5 is the 

discussion of the results and Section 6 of future 

work. Section 7 contains the conclusions of the 

paper. 

2 Related work 

MWEs may be contiguous or discontinuous, which 

cause difficulty in predicting linguistic behaviors of 

their component words as “a lack of 

compositionality manifest at different levels of 

analysis, namely, lexical, morphological, syntactic, 

semantic, pragmatic and statistical” (Baldwin, 

2006).  

There are four types of MWE extraction, namely, 

statistical models, linguistic methods, hybrid 

methods and machine learning.  
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Nowadays, mutual expectation (ME) is a very 

popular measure for words’ association estimation. 

It combines candidate’s frequency and its 

possibility to be a fixed phrase as the inputs of the 

method (Dias, 2003). The mostly used linguistic 

information for MWE extraction is PoS tags, which 

is from both grammatical and syntactical 

requirement for a word sequence to be a MWE 

(Argamon et al, 1998). In hybrid methods, Dias 

(2003) proposed an original hybrid system called 

HELAS to extract MWE from PoS-tagged corpora. 

Machine learning methods generally describe each 

collocation by a feature vector consisting of scores 

of 55 kinds of association measures for the 

candidate such as joint probability, MI, and t-score. 

They are linear logistic regression, linear 

discriminant analysis and neural net were employed 

to train a combined classifier using training vectors. 

Hence, new coming collocation candidates were 

ranked by this classifier to determine whether or not 

they are MWEs (Pecina, 2008).  

Caseli (2010) proposed an approach for the 

identification of MWEs in a multilingual context, as 

a by-product of a word alignment process. It can not 

only deal with the identification of possible MWE 

candidates, but also associates some MWEs with 

semantics. Three patterns, adjective + noun, noun + 

noun, and verb + preposition/particle are examined. 

Later, Smith (2014) aimed at verb-particle 

constructions particularly from a parallel subtitles 

corpus. 

3 Methodology 

In our studies, there are three stages including PoS 

tagging, extraction and filtering to extract NN 

compounds. Then the evaluation process is 

implemented by judge. The parallel corpus is 

OpenSubtitles2013 and EuroParl3 from 

http://opus.lingfil.uu.se/ (Tiedemann, 2012), a 

collection of translated texts from the web. 

OpenSubtitles2013 is the subtitles from movies and 

television series; and EuroParl7 is a parallel corpus 

extracted from the European Parliament website 

(Koehn, 2005). The corpus is tokenized and 

sentence-aligned, with available word alignments 

for reference.  

The section of corpora used in this paper is parallel 

in English and Swedish, containing 329,814 

sentence pairs in OpenSubtitles and 1153,904 in 

EuroParl, with 2,615,700 English tokens and 

1,633,234 Swedish tokens in OpenSubtitles; and 

31,415,438 English tokens and 24,891,941 Swedish 

tokens in EuroParl. It is obvious that Swedish 

tokens are less than English tokens in both corpus, 

due to Swedish orthographic conventions that in 

Swedish, phrases tend to get adjoined to become 

one single word. 

3.1 PoS Tagging 

The English data is PoS tagged by TreeTagger 

(Schmid, 1994) and the Swedish one is tagged by 

Hunpos, an open source reimplementation of TnT 

(Brants, 2000) because TreeTagger fails to work on 

Swedish corpus. The overall accuracy of PoS 

tagging is relatively low involving subtitles corpus, 

considering the fact that film subtitles generally 

consist spoken texts. Meanwhile, as the data of 

subtitles is uploaded by anonymous users, it 

normally contains misspelling and other errors.  

On the other side, though as spoken texts as well, 

European parliament proceedings are official 

conference talks, which are carefully censured and 

officially released, with far less bugs, leading to a 

much higher accuracy rate. We also applied Honpus 

on English corpus, with similar tagging results; so 

we keep using TreeTagger on English PoS tagging 

in the purpose of comparison with previous studies 

in similar situations. 

In PoS tagging process, some words, linked by 

hyphen in the middle emerge as problems. Due to 

writing habits or line limitations, split words are 

treated as two independent words by TreeTagger. 

For example, understanding is written as under-

standing because the author split the very word due 

to line limitation. In this case, it is treated as two 

words: under and standing; and TreeTagger tags 

them separately. Therefore, it is not a noun 

according to TreeTagger. 

3.2 Extraction 

Noun-noun compounds are the noun phrases that 

are formed and only formed by multiple nouns, 

which differ themselves from ordinary nominal 

compounds. With this feature, we can automatically 

extract them according to the PoS tags. When 

applying TreeTagger on English corpus, we do not 

consider any word whose lemma is tagged as 

unknown. In this case, incorrectly tagged words and 

misspelled ones can hopefully be ruled out. 
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However, in this phase, we would extract some 

noun-noun combinations which are obvious not NN 

compounds. For example, things tomorrow, is the 

situation where two nouns happen to be positioned 

next to each other but actually they belong to 

different phrases. They do not comply the definition 

of compound at all. Also, another example, nobody 

talks, is extracted as NN compound candidate. In it, 

talks is incorrectly PoS tagged as it has different 

PoS tags with the same form according to the 

context. This phenomenon is expected to occur less 

if the PoS tagger becomes more reliable. 

3.3 Filtering  

In filtering process, we look into all the instances 

where the English words have a noun tag and are 

followed by one or more nouns. Also, the first word 

in Swedish translation has to be a noun as well. In 

other words, after we get word alignment by 

GIZA++ (Och and Ney, 2003), we have trained 

IBM Models 1-5 and an HMM word alignment 

model. We can then sort all the English candidate 

NN compounds and examine if the first word of 

Swedish translation in word alignment has a noun 

tag.  

Considering Swedish orthographic conventions, we 

do not check the rest of Swedish translations in 

order to save time and memory. Different from 

Caseli et al. (2010) and Smith (2014), the minimum 

frequency is set to 2, namely, any compounds 

appearing twice could guarantee their positions on 

the candidate lists. The reason for the settings is that 

OpenSubtitles2013 contains fewer errors than 

previous versions; and EuroParl is regarded as 

noise-free. 

3.4 Evaluation  

A random selection of NN compound candidates is 

chosen from the candidate lists of OpenSubtitles 

and EuroParl. We extract 50 candidates randomly 

from OpenSubtitles and 50 from EuroParl 

regardless of their frequencies. However, we have 

to keep in mind that EuroParl has more candidates 

in total because its size is more than 3 times bigger 

than OpenSubtitles at the first place. Besides, 

OpenSubtitles may contains similar versions of 

subtitles of one same movie, which led to less 

unique NN compounds after extraction and filtering. 

Random candidates are judged by a native English 

speaker. In this process, there could be several 

difficulties in the evaluation. First, considering the 

unique type of subtitle corpus, Slangs and jargons, 

for example, are limited used in specific groups. 

They could be neither spoken nor heard by other 

groups of native speakers. It would also be hard to 

find them in other lexical resources.  

At the same time, NN compounds occurring in 

European parliament proceedings are probably 

scattering in different professional domains, 

including politics, economics, and healthcare, etc. 

Some of them may be only uttered and heard by 

insiders in a specific field. So in general, it could 

become a challenge for the person doing the 

evaluation to judge the validity of candidates from 

these two kinds of corpus. 

After valid NN compounds are identified by the 

judge, they are checked against two online lexical 

resources:  

1) Diectionary.com 

(http://dictionary.reference.com/); 

2) The Free Dictionary 

(http://www.thefreedictionary.com/).  

Both resources are proved to contain great 

quantities of MWEs; and The Free Dictionary could 

help check the validity of slang expressions with its 

idiom section. As long as a candidate appears in 

either dictionary, it is well documented. 

4 Results 

The results from both corpus seem very promising 

at first sight and most of the compounds are those 

with two nouns. Compounds with more than four 

nouns are extremely rare and are nor fruitful to 

explore. 

4.1 OpenSubtitles 

From OpenSubtitles corpus, we get 2180 

candidates. The most frequent occurring compound 

is cell phone, with much higher frequency than 

other frequent compounds. It reveals the focus of 

film industry and ordinary people’s life to some 

extent. The 10 most frequent compounds or noun-

noun combinations in OpenSubtitles are listed as 

following: 

 

cell phone ice cream 

phone call tomorrow morning 

credit card tomorrow night 

heart attack phone number 

parking lot police officer 
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Table 1: 10 most frequent NN compounds from 

OpenSubtitles 

 

Among the 50 randomly selected candidates, 38 

were judged valid. We use Agresti-Coull Interval 

to calculate binomial confidence interval (Agresti 

et al., 1998). 

Given 𝑥 true compounds in 𝑛 candidates, we 

define 

𝑛´ = 𝑛 + 3.84 

𝑝´ =
1

𝑛´
(𝑥 + 1.96) 

Then a confidence interval for p is given by 

𝑝´ ± 1.96 × √
1

𝑛´
𝑝´(1 − 𝑝´) 

So the confidence interval of NN compounds from 

OpenSubtitles is 74.15±11.69%.  

From the 38 validated NN compounds, 17 were 

officially found on either Dictionary.com or The 

Free Dictionary. 21 can be valid but undocumented 

NN compounds, for example, jubilee ball, divorce 

papers, surveillance camera, warning shot, and 

baby monitor, etc.  

4.2 EuroParl 

In EuroParl, there are 16334 compounds, of which 

the most frequent one is labour market. We can see 

how much attention European parliament has paid 

to economics and employment rate. The 10 most 

frequent compounds are listed as following: 

 

labour market action plan 

security policy peace process 

death penalty climate change 

food safety consumer protection 

information society state aid 

 

Table 2: 10 most frequent NN compounds from 

EuroParl 

 

From the candidates in EuroParl, 41 were judged 

valid, thus giving the normal approximation a 

79.72% confidence interval of 79.72±10.74% with 

same binomial proportion confidence interval.  

Among the 41 NN compounds, surprisingly there 

are only 3 compounds documented. In those valid 

but not documented compounds, we can see NN 

compounds in different fields including 

development cooperation organization, health 

protection measure, shark fishing, poultry factory, 

and migration process, etc.  

4.3 Overlapped NN compounds 

There are 382 unique NN compounds in common 

in the two corpus. In other words, 382 compounds 

occur in both film subtitles and political talks. The 

10 most frequent compounds in common are listed 

as following: 

 

tuna fish time difference 

night train aid kit 

police officer car service 

cruise ship freedom fighter 

police service bank account 

 

Table 3: 10 most frequent NN compounds 

appearing both in OpenSubtitles and EuroParl 

 

In this case, for OpenSubtitles, over 17.5% 

compounds in it also appear in EuroParl, which 

exceeds our expectation since we consider they are 

totally two different kinds of corpus and will 

achieve less than 10% overlapping. The reason 

could be that the size of EuroParl is huge enough 

to cover more areas so that there becomes more 

overlapping. 

5 Discussion 

Comparing the results with those from Caseli 

(2010), our precision rate is in line with the figure 

of 68.48-80.61%. Regarding OpenSubtitles corpus, 

it also matches the result with those of Smith (2014), 

namely, 66.5-83.5%, though his studies target at 

verb particles. 

The precision rate of EuroParl is a little higher than 

that of OpenSubtitles, which matches our 

hypothesis perfectly. The reason is obvious as 

EuroParl contains more formal languages.  

Besides, there are more NN compounds with more 

than two nouns in EuroParl than those in 

OpenSubtitles. EuroParl has NN compounds with 

six nouns while OpenSubtitles has only five-noun 

compounds. Also, it is natural for official 

conferences to handle more professional terms in 

specific domains. Such terms are usually piled up 

by nouns for efficient communication and better 

understanding. 
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Regarding the existence in current lexical 

resources, EuroParl has far less documented NN 

compounds. The reason may be that European 

parliament proceedings use huge amount of 

professional terminologies. Such terms are not 

frequently used in daily life or heard or spoken by 

the vast majority. Thus they are not documented in 

these two dictionaries for folk use. The situation 

involving OpenSubtitles are opposite, in which 

compounds are generally used in daily life. 

Examining the most frequent NN compounds in 

these two corpus types, we can see two different 

tendencies. In OpenSubtitles, compounds 

involving phone are of major part, which indicates 

how telephone impact film industry and daily life. 

In EuroParl, however, NN compounds are more 

formal and official, covering many fields, of which 

politics are apparently the most prevalent one. 

From the NN compounds appearing both in 

OpenSubtitles and EuroParl, we can feel the 

diversity of folk life. Food industry, globalization, 

public services, tourism and politics are common-

shared topics. After all, they involves everyone in 

the world. 

6 Future work 

Future work could be done in many aspects, for 

example, many language combinations, including 

near and distant language pairs, could potentially 

improve precision achieved via alignment methods 

(Pichotta and DeNero, 2013). We can furthermore 

find out how the disparity between languages 

influence the candidate extraction and filtering 

beyond the field of European languages in this 

paper. 

All kinds of MWEs, besides nominal compounds, 

and phrasal verbs could be examined with current 

methods since they are proven to be efficient in 

previous studies. For example, idioms, which are 

considered hard to extract, can be studied in 

parallel corpus. We can test with other free and 

available tools including PoS taggers and word 

aligners to get better quality.  

Also, different types of corpus could be explored, 

from academic written corpus to small talks; and 

we can turn to machine learning methods to check 

their performances. 

7 Conclusions 

In this paper, we extract and analyze English noun-

noun compounds with English-Swedish parallel 

corpus of film subtitles and European parliament 

proceedings. The methods applied in this paper 

demonstrate again that PoS taggers efficiently 

extract NN compounds. Thus, the quality of PoS 

taggers is of great importance in this 

project. Meanwhile, word alignment tools as 

another important component, such as GIZA++, 

would make negative impact on the results if they 

make errors in filtering process. 

As NN compounds occur very frequently in English, 

both in casual and formal texts, there are more NN 

compounds in common in two fields than we 

expected when we explore a corpus of film subtitles 

and another of political talks.  
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