
Project Proposal:

Semi-Automatic Conversion between the HiNTS and Universal

Dependencies Tagsets for Middle Low German

Caroline Appleby

October 14, 2016

1 Purpose and aims

The purpose of this research is to provide a means for converting automatically between two tagsets, the HiNTS
tagset applied to data in Middle Low German (MLG) in the Corpus of Historical Low German (CHLG)1, and the
Universal Dependencies (UD) tagset, currently applied to 33 other languages as part of the Universal Dependencies
project Nivre et al. (2016). This is intended to facilitate further investigation into MLG syntax, a topic which
has thus far been little investigated.

There are three specific goals to be accomplished in order to achieve this aim. Firstly, a conversion table for
mapping from HiNTS to UD tags will be created, as a clear summary of the conversions to be made. Secondly,
these conversions will be implemented automatically, in as far as this is possible, using the Interset framework
(Zeman, 2008). Finally, detailed discussion of cases which are di�cult for automatic conversion will be provided, so
that the converted data may be used in a linguistically informed fashion, with researchers aware of the limitations
of the process, and manual corrections of automatic conversions can be carried out where required.

2 Survey of the field

There has so far been comparatively little research on MLG as a whole, and particularly in MLG syntax, a
problem noted several decades ago (Peters, 1973), but where there has been little improvement since. Of the
research that does currently exist in syntax, everything I am aware of comes from the theoretical framework of
constituency grammars, for example Petrova (2012) and Breitbarth (2014), as does my own previous research
(Appleby, 2016). The CHLG project, running since 2014, aims to make available a syntactically annotated corpus
of the language, with as much geographical and chronological scope as possible. This work is still in progress, but
it is anticipated that the syntactic annotation will also be constituency-based, following the system of the Penn
Parsed Corpora of Historical English (Marcus et al., 1993) and a number of other corpora of historical Germanic
languages.

The Universal Dependencies project intends to develop a scheme for treebank annotation, within the framework
of dependency parsing, which is suitable for many languages and facilitates cross-linguistic comparative study.
Associated with the project is the UD tagset (Petrov et al., 2012), a system of 12 part of speech categories which
are, at least on a practical level, universal across languages. The 37 treebanks in the current release all use this
tagset.

There are already a number of tagset conversion tables presented on the Universal Dependencies website2.
Of particular interest here is the mapping for the STTS tagset for (modern) German, since the HiNTS tagset
used by CHLG is derived from the HiTS tagset, which itself ultimately derives from STTS (Dipper et al., 2013).
Decisions made in the creation of the mapping for STTS may then inform the decision-making process for HiNTS.

1
http://www.chlg.ac.uk/index.html

2
http://universaldependencies.org/tagset-conversion/index.html
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The tool used within the UD project for creating these tagset conversions is Interset (Zeman, 2008), a tool
which uses Perl scripts or “drivers” to map the tags from some language-specific tagset to a universal set of
tags and features, thus enabling conversion between tagsets via this universal set, analogous to an interlingua
in machine translation. This is by no means a trivial problem (Zeman, 2010), but the Interset tool allows for
automation of conversion given as good a mapping as the tagset in question allows. The notion of drivers means
that, once a driver is written for a particular tagset to map to the Interset and vice versa, drivers for other tagsets
can be used to then map from the Interset values to the new tagset, allowing many-to-many conversion without
the combinatorial explosion of writing a separate script for each language pair. Some small-scale experiments
presented in Zeman (2008) suggest that this approach to tagset conversion can be fairly successful.

3 Programme description

There is little theoretical background to the practical processes to be carried out in this research, since the tagsets
to be used, a potential source of theoretical discussion, are predetermined by the datasets I will be working with.
If there is su�cient time to carry out linguistic comparison of a particular construction in MLG and other related
languages for which there are existing UD treebanks, this will naturally be carried out within the theoretical
framework of UD, since the ability to make such a comparison is one of the overarching aims of the research.

The research programme will run from mid-October 2016 until 11 January 2017, with an intermediate draft
to be prepared by December 9. As such, there are approximately 12 weeks available. I intend to spend the
first two to three weeks carrying out further background research into the UD and HiTS tagsets, and becoming
familiar with the data I am to be working with3. During the third and fourth weeks, I will work with the
Interset toolkit, sorting out installation, getting familiar with Perl programming and the precise pipeline of work
required. During this time I will also begin to write up the background section of the paper. Week five will be
spent preparing the initial mapping as a table, and week six will involve converting this to a Perl script in the
format required by Interset. Weeks seven to eight will involve thorough testing of this script, identifying the
weak points where human annotation or additional scripts may be required. If additional scripts are required to
pre- or post-process the data for automatic tag conversion, this will be done in Python rather than Perl, since
this is a technology I am much more familiar with, and expect to be able to make progress much faster. This
time period will also include writing up the preliminary report. After submission of the draft, any problems that
have arisen in the preceding work will be addressed in the first week, and the second week will be devoted to
linguistic investigation of a construction. The remaining time will be used for finalizing the paper and writing
the accompanying presentation, before submission on January 11.

If my time estimates turn out to be overly pessimistic, linguistic research will be pushed forward so that it
is ready in time for the draft submission, and that week will instead be used to outline a framework for future
research in which the UD-tagged MLG data could be parsed using a cross-lingual parser trained on related data
already in the UD treebank.

4 Significance

The key significance of this research programme lies in the further research that it enables. The creation of
a mapping between the part of speech tags to be used in the CHLG and the UD tagset facilitates a number
of possible types of future research on MLG. Having many languages all tagged using the tagset allows for the
possibility of meaningful cross-linguistic comparisons of constructions, in that it is possible to observe from tagged
data which parts of speech are involved in certain constructions in di↵erent languages, and in what linear order
they appear, even without further syntactic annotation. The ability to convert to the UD tagset would also allow
for MLG to be included in cross-linguistic studies for example looking at some word order patterns, or at which
categories a language makes use of.

The existence of MLG data with high-quality UD tags also opens up the possibility of developing a parser for
MLG from within the UD framework, even though there is currently no dependency-parsed data to be used to
train such a parser (or indeed much parsed data in any framework). There have been a number of approaches

3
I would like to express gratitude to Anne Breitbarth and her team at Ghent for providing the tagged data for this project
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proposed for applying dependency parsers trained on high-resource languages to lower resource languages, as
outlined in Tiedemann (2015) for example. These approaches however rely on high quality UD part of speech
tagging of the new language to be parsed, something that this research intends to provide.

The research is original in that it applies existing techniques to a new, and generally under-researched, lan-
guage. While not using innovative techniques as such, it paves the way for innovative new research in MLG,
making the data at least to some extent accessible to researchers in comparative syntax, and, if a parser is
subsequently applied on the basis of these new mapped tags, to researchers in syntax in dependency style.
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