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1 Purpose and Aims

The Universal Dependencies (UD) Project is a recent e�ort aimed at facilitating cross-
lingual parsing development through the standardization of annotation schemes across
languages (Nivre et al., 2016). One aspect of this project includes the development of 37
open-source treebanks for a variety of di�erent languages, all of which have been annotated
according to UD guidelines. One of these is the Treebank of Learner English (TLE), which
is the first publicly available syntactic treebank for English as a Second Language (Berzak
et al., 2016). One particularly interesting feature of the TLE is its incorporation of an
annotation scheme for a consistent syntactic representation of grammatical errors. The
objective of this proposed project to exploit this feature to carry out new research on
the e�cacy of dependency relations in native language identification tasks. The following
section will expand on prior research in this field, and the final section will outline how
this proposed project will be carried out.

2 Survey of the Field

L1 Identification in L2 Texts

The task of native language identification (NLI) involves determining a writer’s first lan-
guage (L1) by analyzing grammatical errors made in their second language (L2). Lan-
guage learner data is used to train classifiers, such as support vector machines (SVM), for
predicting the L1 of unseen texts. One of the first studies carried out in automatic L1 de-
tection (Koppel et al., 2005) classified L2 texts using features such as function words, POS
bi-grams, and spelling and grammatical errors. The features were evaluated on a corpus of
learner English, and the researchers ultimately found that by combining all of the features
using a SVM, they could achieve an accuracy of 80.2%. Wong and Dras (2011) extended
this study to include the use of syntactic features for this task by extracting features from
parse trees produced by a statistical parser. In doing this, they incorporated production
rules from two parsers: the Charniak parser as well a CFG parser. Other studies such
as Swanson and Charniak (2012) make use of tree substitution grammars as a source of
features for NLI. Several studies, such as Tetreault et al. (2012), Brooke and Hirst (2012),
and Swanson (2013) have tested a range of features including dependency features, as
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well as combinations of features to ascertain which feature or ensemble of features is most
useful. In doing so, they demonstrated the value of dependency features in classifying the
L1 of texts.

Dependency Parsing and Universal Dependencies

In recent years, a new type of syntactic parsing, dependency parsing, has been gaining
popularity (Kübler et al., 2009). Dependency parsing di�ers from the older traditional
constituency parsing in that in a dependency tree, the words are connected to each other
by directed links. The main verb in a clause assumes the position of the head, and all
other syntactic units are connected to the verb by their links or dependencies to the head.
Annotated treebanks are typically used to generate dependency parsing models. A central
aspect to the UD project is the creation of open-source treebanks in a variety of languages
that can be used to facilitate cross-lingual parsing research. All of the treebanks have
been annotated according the the UD annotation scheme, in order to ensure consistency
in annotation across treebanks. These guidelines have been developed with the goal of
maximizing parallelism between languages.

Treebank of Learner English

The Treebank of Learner English (TLE) is a manually annotated syntactic treebank for
English as a Second Language (Berzak et al., 2016). It includes PoS tags and UD trees for
5,124 sentences from the Cambridge First Certificate in English (FCE) corpus. The cre-
ators of the treebank exploit a pre-existing error annotation scheme in the FCE, adapting
it to fit UD guidelines. In this scheme, full syntactic analyses are provided for the the
error corrected and orginal versions of each sentence. This in conjuction with additional
ESL annotation guidelines provide for a consistent syntactic treatment of ungrammatical
English.

Research Question

The annotation system for ungrammatical structures put forth by the TLE has poten-
tial to be useful in native language identification. By training a parser on the original
treebank , and using it to extract dependency relations in a learner English corpus, those
dependency relations could then be used as features in a machine learning classification
task. The success of this classification could then be assessed by comparing the results to
a classification on features extracted by a parser that was trained on the error-corrected
version of the treebank. This is a novel approach in that other experiments have used
dependency parsers trained on grammatical treebanks.

3 Project Description

Methodology

I propose to carry out a 7-language classification task similar to the ones produced in
Brooke and Hirst (2012) and Tetreault et al. (2012), focusing solely on dependency fea-
tures. I will train two dependency parsers using MaltParser, (Nivre et al., 2007), one
using the original TLE, and one using the error-corrected treebank. I will then use the
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two parsing models to extract dependency relations from an English Learner corpus, and
use those extracted relations as features in a SVM. It time permits, it could also be inter-
esting to see if results could be improved using a more recently developed Neural Network
Dependency Parser.

Timeline

I intend to organize my time as follows: the first two weeks will be devoted to acquiring
the necessary corpora and tools, and reading the documentation on the machine learn-
ing package I will be using. The subsequent three weeks will be put toward carrying
out the proposed task–training the models, extracting the features, and performing the
classification task. I will use the following two weeks to investigate dependency patterns
specific for erroneous learner English, and if time permits, the training of a Neural Net-
work Dependency Parser. The final week I will reserve for writing up a report of the
project.
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