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1 Introduction

This project proposal will discuss the construction of a number of parallel
corpora automatically constructed and consisting of open source content
from Wikisource1. This corpus, when complete, will be freely available as a
part of the much larger parallel corpora project known as OPUS [1].

1.1 Motivation

When one views the website of the OPUS project2, the first sentence de-
scribing it states that “OPUS is a growing collection of translated texts from
the web.” The key word in this description is the word growing. In order
for the collection to grow, new additions must be made. That is exactly the
purpose and the necessity of the current project.

Parallel corpora are a very useful resource in both linguistic research as
well as in various natural language processing (NLP) applications such as
machine translation, word sense disambiguation, and computer-aided lan-
guage learning [2]. The construction of such a corpus, especially through
the used of mined, opensource data, can be wrought with obstacles. Thus,
it seems that at this time, there exists no opensource parallel corpora con-
sisting of Wikisource materials. Lastly, new data is always welcomed by a
scientific community in which one can never have too much data and where
it is most often scarce.

1www.wikisource.org
2https://opus.lingfil.uu.se
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1.2 Project Goal

The goal of the project is to add data to the OPUS parallel corpora collection
in the form of a handful of deliverables presented in section [?]. In its
entirety though, a number of new parallel corpora aligned at sentence level
and consisting of open source text acquired from Wikisource will be the final
product of the project.

2 Background

As previously stated, parallel corpora are an extremely valuable resource in
both linguistic reseach as well as an aid to a number of NLP tasks. However,
the construction of the parallel corpus is no simple task.

One of the first obstacles one faces in the construction of corpora is the
issue of copyright. Fortunately, opensource material is available, and the
source we intend to utilize is Wikisource. Wikisource consists of material
in 64 languages within their own specified subdomain, and it is from this
that appropriate parallel document candidates will be filtered out and sub-
sequently linked.

Generally four steps are performed in the process of constructing a par-
allel corpus [2]. First data collection is performed. Second, some type of
data formatting is performed, after which the step of finding parallel doc-
uments from the entire collection of acumulated data can be performed.
Lastly, different types of alignment can be performed (paragraph, sentence,
or word) between the appropriate document candidates. This process is
generally performed in a hierarchical manner with each step approaching
finer grained alignment.

3 Approach

Four main steps will be undertaken in order to achieve the final goal stated
previously and more thoroughly discussed in section 5.

3.1 Data collection and parallel document candidate filtra-
tion

First, data collection must be undertaken. More specifically this will be done
by webcrawling Wikisource. Once collected, parallel document candidates
will be filtered out. As stated in the previous section (2), one is faced with
a multitude of obstacles when constructing a parallel corpus comprised of
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webcrawled data. The task of finding parallel document candidates from
the collection of data obtained from Wikisource is one such obstacle. Some
files include a link to the relevant parallel document, however this is not
always the case. Thus priority number one will be to find the documents
which contain these links to relevant parallel documents. If time permits,
focus will then be shifted to documents in which a language link does not
exist. In this case, comparisons will be made between documents concerning
document author, title and year of publishing in order to find the correct
parallel document, if one should exist.

3.2 Sentence alignment

Once parallel document candidates have been filtered out sentence alignment
can begin. For this task the Hunalign sentence aligner will be used [3].
Hunalign requires tokenized and sentence-segmented text in two languages
as input and outputs, in the most simple case, bisentences. Hunalign utilizes
sentence-length information and can also use, however does not require,
lexical resources. Hunalign also does not require parallel paragraphs in order
to align at the sentence level. Once sentences are aligned, excess paragraphs
which did not have a parallel candidate will be removed.

3.3 Evaluation of the final corpora

In the 1990’s there was a research project was undertaken which aimed to
study and develop evaluation techniques and standards of various alignment
techniques. This project, known as ARCADE [4] while in first phase con-
structed a couple parallel corpora which could be used as a goldstandard
for subsequent work. One outcome of this was the BAF corpus [5], which in
part consists of a French-English sentence aligned version of From the Earth
to the Moon by Jules Verne. This corpus was aligned by hand and and
subsequently used to evalua te various alignment systems devoloped under
the ARCADE program

This same novel is available on Wikisource in both English and French.
When deliverable 3, XML files, have been produced, a parallel corpus of this
novel will exist.

Thus, evaluation will be a comparison of the goldstandard of the Verne
novel from BAF to the one produced automatically.
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4 Scope

In this project we will focus exclusively on Wikisource data. We are prior-
itizing documents which contain links to relevant parallel documents, and
should time permit additional data acquired from Wikisource data will be
investigated.

Once the final corpora have been produced, a small sample of the final
material will be focused on in order to perform an evaluation.

5 Deliverables

Five deliverables will be presented at project completion. Three of these
will consist of the data processed in various ways.

1. src files - Obtained Wikisouce data in raw text format, possibly in
incorrect character encoding.

2. raw files - Same text as src file in simple XML format required by
Uplug to perform sentence alignment in UTF-8 encoding. Paragraphs
and sentences are marked up with id numbers.

3. xml files - Final, sentence linked data, with excess unlinked paragraphs
removed.

The last two deliverables will be an evaluation of the final corpus or
corpora produced, as well as documentation on the entirety of the project.

6 Timeline

May 6 Wikisource data collection complete
May 13 parallel document candidates have been filtered out
May 20 parallel sentences linked
May 22 deliverable 3, XML files, complete
May 27 evaluation of corpora complete
May 31 project presentation
May 16 report deadline

If we run into problems we have approximately four extra days between
the last milestone and the presentation of the project. There is also a time
period of two weeks between the presentation and the report deadline which
can be used in a worst case scenario.
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