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1 Introduction

Parallel corpora are collections of source texts accompanied by one or more
translations of that source text. OPUS1, the Open Parallel Corpus (Tiedemann
2004) is a growing collection of publically available parallel corpora. It in-
cludes, for example, Europarl (Koehn 2005), the OpenOffice.org corpus (Tiede-
mann 2009) and OpenSubtitles (Tiedemann 2009). OPUS also freely distributes
source code for construction of parallel corpora, e.g. tools for parsing, tagging
and aligning text.

This project aims to construct an aligned parallel corpus from multilingual
Wikisource data to serve as an expansion of the OPUS project.

1.1 Motivation

OPUS is a growing collection of parallel corpora and for it to keep growing,
more data needs to be created and added. Parallel corpora are important re-
source both in linguistics and in language technology. They are widely used in
translation studies (Laviosa 2002) as well as contrastive linguistics (Altenberg
and Granger 2002), but to date, the most high in demand application of par-
allel corpora are undoubtedly machine translation, where high quality, aligned
parallel corpora can vastly improve translations (Brown et al 1993; Koehn 2005;
Callison-Burch et al 2004).

Another important aspect of this project is to learn how to make use of open
content material of the web.

1.2 Project goal

Listed below are the goals of the current project.

• Develop a procedure for constructing bitext aligned parallel corpora from
Wikisource2 resources.

• Create a parallel corpus with bitext alignment from Wikisource resources.

1opus.lingfil.uu.se
2en.wikisource.org, the English sub-domain of Wikisource.
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The corpus will be constructed with the use of the developed procedure and
will be used to evaluate said procedure.

2 Background

2.1 Wikisource and the Wikimedia Foundation

The Wikimedia Foundation3 is a non-profit organization which operates nu-
merous online, collaborative wiki projects, such as Wikisource, Wikipedia and
Wikinews. All of Wikimedias digital resources are open content and structurally
homogeneous, which makes the wikis of the Wikimedia foundation an excellent
resource for parallel corpora. As Wikimedias resources include no less than 13
wikis from several domains, a parallel corpus starring all of this data would be
enormous and unbalanced. In addition to this, an open content wiki is in con-
stant change, and would therefore soon be outdated. However, separate corpora
of some of these wikis would no doubt be a useful resource.

Wikisource is an online library of open content publications, which consid-
ering it’s size and linguistic diversity has been chosen to create a procedure
of constructing parallel corpora, as well as an actual sentence aligned parallel
corpus. This project will focus exclusively on Wikisource data, but due to the
structural similarities of the Wikimedia wikis, it might be a useful procedure
for the constructing of parallel corpora of other Wikimedia resources as well.

2.2 Parallel corpora

There is a clear distinction between parallel corpora and comparable corpora,
where the former refers to bitexts of translations of a source text and the latter
refers to comparable bitexts collected from the similar domains but that are
not necessarily translations of a source text (Tiedemann 2011, p. 1-2). Parallel
corpora are sometimes also referred to as translation corpora.

According to Tiedemann (2011, p. 28) and Koehn (2005, p. 1), the typical
procedure of constructing a parallel corpus is the following:

1. Collect data by crawling Wikisource.

2. Pre-process data by tokenizing and converting data to some unified format.

3. Identify parallel documents.

4. Align sentences.

This procedure might give the impression that constructing a parallel corpus
really is a routine task of known techniques, but this is not the case. Numerous
methods of constructing parallel corpora have been proposed over the years.
Munteanu et al (2004) proposes a Maximum Entropy classifier, which makes
use of probabilistic translation methods as well as word and length overlap
filters. This method designed specifically for comparable corpora but it has been
shown that it is useful for parallel corpora as well. Resnik and Smith (2003),
on the other hand, introduces STRAND (Structural Translation Recognition
for Acquiring Natural Data), which is a translation approach that uses name

3wikimediafoundation.org
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matching and other lexical mappings. This method, however, is not suitable
for medium density languages (Varga et al 2005) and is developed to extract
parallel texts from the web (as opposed to structured resources like Wikisource).
A third widely-used method for parallel corpora has been developed by Varga et
al (2005). It is a language independent sentence alignment which uses a lexical-
statistical hybrid method that uses lexical resources in the form of dictionaries
if available, and if not, resorts to length-based approaches (Gale and Church
1993).

There are a lot of ifs and buts in the field of parallel corpora. What method
to choose is often heavily dependent on what data you are using, where you are
getting it from and how it is structured. So, in order to arrive at a conclusion
about a sound and feasible method, we need to identify some of the adversities
of constructing an aligned bitext collection from Wikisource material. This can
be found in section ??, while approaches to tackling those identified problems
will be presented in section 4.

3 Approach

3.1 Problems

Wikisource consists of articles tagged with information about, for instance, title,
author, country and language. For many articles, there are also language links,
which directs to the same article in a different language. However, this is a
work in progress and not all parallel texts are in fact linked. Language links
are added continuously by the Wikisource community, but since new content
is constantly added, language linkage will never be complete. This means that
there is no way of guaranteeing that all parallel documents have in fact been
found by using Wikisource’s own language links.

Another problem concerns the problem of article equivalency. Consider this
example of the English entry of the Georgian national anthem Tavisupleba4.
Note also the language links displayed in the left corner of the image.

4en.wikisource.org/wiki/Tavisupleba
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Figure 1: The English Wikisource article for the Georgian national anthem
Tavisupleba.

This entry includes a description of the anthem and its origins excerpted
from Wikipedia, the English translation of the anthem and a translation of the
Georgian lyrics. According to the language links, there is only one correspond-
ing entry in other languages for this entry, namely Portuguese. Note also the
hyperlink of the first line of the description. This hyperlink directs to the Geor-
gian article on Tavisupleba, even though no language link to the Georgian lyrics
exists.

The complexity of the problem does in no way end with absent language
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links. Consider the Portuguese entry for Tavisupleba displayed in figure 2.

[h]

Figure 2: The Portuguese Wikisource article for the Georgian national anthem
Tavisupleba.

As you can see, the Portuguese entry of Tavisupleba5 lacks the description
present in the English version, as well as the Georgian transliteration. Clearly,
the Portuguese entry in figure 2 is not directly parallel to the English entry in
figure 1.

So, what can be learned from this simple case study? First of all, we have
learned that not all parallel documents are linked, and second, that the content
of all parallel document do not always have a one-to-one semantic relationship
with each other. These are features of Wikisource that have to be taken into
consideration when constructing a parallel corpus of Wikimedia resources, be-
cause they will directly influence the methodological approach of the project
(presented in section 4).

However, there are more difficulties to the task. A large part of constructing
a parallel corpus has to do with bitext alignment or translation equivalence,
which it is also called. A bitext B = (Ba, Bb) is a pair of texts B.a and Bb that

5pt.wikisource.org/wiki/Tavisupleba
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are translation equivalences of each other. A set of bitexts ideally reflects a
symmetric relationship between bitexts, but as previously stated, this is not the
case for most Wikisoure data. Therefore, it is essential that we find a method
that does not require perfectly parallel documents for the task of sentence level
bitext alignment.

4 Solutions

Wikisource is a large resource. It includes 64 language specific sub-domains
and one multilingual portal which includes more than 100 additional languages.
Therefore, we need language independent methods.

However, we cannot construct a parallel corpus from 150+ languages si-
multaneously. Therefore, we will use bilingual methods and expand the corpus
proceedingly. English and French are the largest sub-domains of Wikisource and
we will, thus, initiate the methods and the corpus using these two sub-domains.

4.1 Web crawling

Wikisource, as the rest of the resources of the Wikimedia Foundation, is open
content, i.e. there are no copyright agreements to take into consideration. But
Wikisource does not offer a direct download and therefore, the English and
French sub-domains of Wikisource will be crawled using a web spider specifically
developed to mine the article based structure of Wikisource.

In addition, some elementary format-detection and conversion routines are
included in this task.

4.2 Parallel document identification

In order to obtain parallel documents, identification will be performed in two
steps described below in short.

In order to identify parallel documents, the first coarse-grained procedure
will be to use the language links included in the files crawled from Wikisource.
These links points to corresponding articles in other languages. But as men-
tioned in section ??, not all language links are included in the Wikisource files.
Therefore, we will also match author name, publication year and possibly addi-
tional information for a given language pair, and in this manner expand the set
of parallel documents.

Additional tasks of this step include sentence-segmentation and tokenization.

4.3 Bitext alignment

Given a set of tokenized and sentence-segmented parallel documents, bitext
alignment will be performed on sentence levels using Hunalign6 (Varga et al
2005). Hunalign is a language independent, length-based hybrid method which
can make use of lexical resources. It should, however, be noted that sentence
alignment with Hunalign in no way requires lexical resources.

Hunalign has been chosen over other methods because it first and foremost
fits our data. But it also carries other advantages. For example, it does not, as

6mokk.bme.hu/resources/hunalign/
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many other sentence aligners (e.g. Uplug7) require alignment of larger textual
units such as sections and paragraphs before performing sentence alignment.

Other reasons as to why we have chosen Hunalign for this task is that the
program is language independent, fast, open source and well documented. It also
requires less steps than the Maximum Entropy approach taken by, for example,
Mantenau et al (2003).

This step also includes some routines to convert the corpus files into the
right XML formats.

4.4 Evaluation

Evaluation is a crucial part of any natural language processing task. Parallel
corpora are usually evaluated using some kind of gold standard, often manually
created. This is a very time consuming and expensive task, but fortunately, we
can use existing resources to serve as our gold standard.

The BAF corpus (Simard 1998) is a manually created English-French sen-
tence aligned parallel corpus, which, among other things, includes the Jules
Verne novel From the Earth to the Moon. This novel is also available on Wik-
isource for English and French. Thus, evaluation will consist of a comparison of
the gold standard of the Verne novel from the BAF corpus to the automatically
produced alignment of the Wikisource corpus project.

5 Scope

The scope of the current project includes the development of a procedure to
construct sentence aligned parallel corpora from Wikisource sub-domains. The
procedure will include some source code for web crawling and parallel document
identification, but will to a large extent be dependent on existing tools. The
scope of the project will also include the construction of such a corpus, using
said procedure. This corpus will initially be limited to English and French, but
might - if time permits - be expanded to include more language pairs.

The deliverables of the project are listed in section 6 and will follow the
formatting standard subscribed by OPUS.

6 Deliverables

Source files Original source text
Raw files Raw text with minimal XML markup
XML files Corpus files with sentence alignment in XML
Evaluation Results of the success of the corpus construction
Tools Scripts for web crawling, parallel document identification

and evaluation
Documentation Detailed technical report, popular scientific report and code

documentation

Table 1: Deliverables of the Wikisource parallel corpus project.

7opus.lingfil.uu.se/tools.php
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The deliverables of the Wikisource parallel corpus project can be viewed in
table 6.

Please note that the src files and the raw files will contain the non-filtered
data, in contrary to the XML files, which will contain the corpus data, i.e. the
filtered files, which exclude, for example, all non-parallel paragraphs. All file
formats will follow the standard subscribed by OPUS.

In the documentation, a description of the pipeline will also be included.

7 Timeline

Displayed in table 2 are the preliminary dates of the Wikisource corpus timeline.

Date Task
May 6th Data collection completed.
May 13th Parallel documents identified.
May 20th Parallel paragraphs identified.
May 22nd Sentence alignment completed.
May 30th Evaluation completed.

Table 2: Timeline of the Wikisource corpus project.

To make sure that these deadlines are met, team members are expected to
file an informal report of their work to the group within the time of the deadline.
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