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Introduction

Support Vector Machines (SVM) have proven to be a highly successful technique for solving 

classification problems in recent years. They have become an integral component of several state-of-

the-art natural language processing systems, however, just as with other tools, improper use leads to 

sub-optimal results. There are helpful guidelines, and even automated tools for fine-tuning SVM 

parameters (Chang and Lin 2005), but experts are still indispensable.

My motivation for for this project stems from an earlier attempt to use SVMs in an implementation of a  

transition-based dependency parser. Although I was pleased with the results, my choice of SVM 

parameters felt arbitrary and unsatisfying. As a result, I am very curious about how parsing 

performance is affected by the details of the SVM implementation, and I feel that the best way to 

approach the question is to implement my own SVM library.

Background

The concept of support vector machines in statistical learning theory was introduced by Vladimir 

Vapnik more than 30 years ago (Vapnik 1979). Starting in the late 90s, the techniques began to be 

applied to classification problems in natural language processing such as document classification 

(Joachims 1998), chunking (Kudo and Matsumoto 2001), and parsing (Yamada and Matsumoto 2003).

The nearest related work, which I plan to extend is an article from 2006 called Discriminative  

Classifiers for Deterministic Dependency Parsing (Hall, Nivre and Nilsson). This primary focus of this 



work was a comparison of SVMs to another classification technique called memory-based learning. As 

in other similar works (Hall 2006), the SVM parameters were fixed while other variables were tested 

(such as a multitude of feature sets).

A more complete evaluation of varying SVM parameters can be found in Thorsten Joachims' Text  

Categorization with Support Vector Machines: Learning with Many Relevant Features (1998). This 

work was primarily a comparison of many classification techniques in the area of document 

classification. Among others, the classifiers tested included 5 polynomial SVMs and 4 radial basis 

function SVMs. While the results are certainly interesting, the feature sets used in document 

classification are fundamentally different from those used in discriminative parsing.

Approach

To answer the question of how the details of SVM implementation affect transition-based dependency 

parsing performance, I think the best path is to implement the classifier myself, and then test it with an 

existing parser against the same feature sets and data sets. This guarantees the flexibility to test exactly  

the desired parameters, but more importantly, I feel that the process of implementing the classifier  

would give me a stronger position in interpreting the results. The logical choice of parser is the 

MaltParser with feature sets and data sets as described in Hall 2005.

The primary parameters that I would like to test are the kernel type and the tolerance of training errors.  

Quadratic kernels have proven successful in this domain (Hall, Nivre and Nilsson 2006), yet other 

kernels such as higher order polynomials, sigmoid functions and especially Gaussian radial basis 

functions are more popular in other domains (Chang and Lin 2005).

Scope

Since I assume that previous researchers have spent enough time optimizing their classifiers, I'm not 

expecting this project to improve upon existing parsing performance. However, I do think that it could 

provide a clearer picture of how SVM parameter selection depends on the specifics of the domain, and 

possibly even highlight some unique properties of natural language syntax models. My aim in 



developing a new SVM library is not to outperform the existing solutions, but to create something that 

exposes the inner workings of the classification process. Evaluating figures such as the number of 

support vectors used, or the margin size could prove useful in interpreting the results.

Deliverables

Completion of this project will result in a support vector machine library, and results which will allow 

for comparisons to several previous studies.

Timelines

Based on a 20 week semester of full-time work

Week 1-3: Collect references and research related work

Week 4-7: Design and prototype SVM library

Week 8-12: Implementation of SVM library

Week 12-13: Test software

Week 14-15: Create automated evaluation scripts

Week 16-20: Analyze and report results
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