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Purpose and aims

The aim of this research programme is to investigate the feasibility of automatically extract-
ing verb-particle constructions (VPCs) from parallel bilingual corpora using word alignment
methods. VPCs are a subset of Multiword Expressions (MWEs) - combinations of two of
more words whose meanings cannot be inferred directly from their constituent tokens - a phe-
nomena which has long plagued the NLP community. VPCs consist of a verb and a particle,
such as look up, as in Things were finally looking up, or step down, as in After five years in
the job, the chairman decided to step down. Most particles are, like in the two given exam-
ples, also prepositions, and this research will focus primarily on extracting VPCs involving
prepositional particles.

Much effort has already been directed to the identification of MWEs and VPCs in particular,
mostly in a monolingual context. By working on bilingual corpora, the present study will
also aim to find acceptable translations of VPCs as they are extracted. In this way the current
research will facilitate the creation of both mono- and bilingual dictionaries. This work builds
heavily on that of Caseli et al. (2010), who showed that alignment methods could successfully
be adapted to MWE extraction. Significantly, the highest precision rates they achieved were
for VPCs. The corpus used in that study was composed of articles from a Brazilian scientific
magazine. Based on the observation that VPCs are often less formal than their non-VPC
counterparts (consider for example The experiments back up the theory v. The experiments
support the theory), I propose to evaluate the methodology on spoken text corpora, such as
movie subtitles. It is expected that the range of VPCs present will be wider, and may indeed
cover a largely different sector of the VPC spectrum.

Survey of the field

MWEs are combinations of simplex words that display idiosyncrasies in their syntax, se-
mantics, or frequency (Caseli et al., 2010, Kim and Baldwin, 2010). They include nominal
compounds such as distance learning, VPCs, idioms such as we’ll cross that bridge when we
come to it and collocations such as salt and pepper, as well as instances which cannot so easily
be classified such as by the by and ad hoc (Copestake et al., 2002). Due to their diverse nature
and often non-compositional nature, NLPs constitute a big problem in many NLP tasks, from
PoS tagging to parsing to machine translation (Chatterjee and Balyan, 2011, Constant et al.,
2013).

VPCs are MWEs consisting of a verb and a particle (or particles). According to Kim and
Baldwin (2010), they can be either transitive of intransitive; transitive VPCs can often be
identified by the fact that most of the time they can exhibit either joined or split word order
(He put out the fire v. He put the fire out), but when the object is pronominal must occur in
split form (He put it out v. *He put out it).

The two most fundamental MWE-related tasks in NLP can be classified as identification and
extraction. Identification, in the context of VPCs, is described in Kim and Baldwin (2010)

1



as “the detection of individual VPC token instances in corpus data”, while in extraction “the
objective is to arrive at an inventory of VPCs types/lexical items based on analysis of token
instances in corpus data”. These tasks have relevance in different applications: identification
is important in any form of text processing, whereas extraction is important for the creation of
lexical resources and for text generation. Note that there is also a strong link between the two:
lexical resources listing MWEs can of course be used to identify their instances in a text.

In the present study the focus lies on VPC extraction; the goal is ultimately to create a list
of acceptable VPCs. Note that it is not the case that every verb can be combined with every
possible particle - this would make our lives a lot easier (though perhaps less interesting).
Villavicencio (2005) discusses the availability of VPCs in various lexical resources, including
dictionaries, corpora, and the internet. She finds 3156 distinct VPCs across three electronic
dictionaries, and extends that total to 9745 via automatic extraction from British National
Corpus. She goes on to use the semantic classification of verbs defined by Levin (1993) to
create lists of candidate VPCs, before using the internet as a gigantic corpus in an attempt
to attest them. The conclusion is that semantic classes are a good predictor of verbs’ VPC
productivity; it is not clear, however, exactly how this is relevant to the task of pure VPC
extraction which is the focus of the present study.

Aline Villavicencio, the author of the aforementioned work, and Timothy Baldwin, have pub-
lished a series of articles dealing with the identification and extraction of VPCs. Starting with
Baldwin and Villavicencio (2002), which describes a VPC extraction method with a POS tag-
ger, chunk parser and full syntactic parser, further publications include Villavicencio (2003a,b)
and Baldwin (2005). Baldwin is also a co-author of Kim and Baldwin (2010), which proposes
a method to make use of the sentential context of VPC candidates to differentiate VPCs from
simple verb-preposition occurrences.

As previously mentioned, the current study will owe a large debt to the work of Caseli et al.
(2010). They proposed a method for identifying MWEs in bilingual corpora as a by-product of
the word alignment process. Moreover, their method was able to extract possible translations
for the MWEs in question, thus providing an efficient way to improve the coverage of bilingual
lexical resources. They draw on a previous study by Villada Moirón and Tiedemann (2006),
who extract MWE candidates using association measures and head dependence heuristics be-
fore using alignment for ranking purposes. The Caseli et al. (2010) paper, however, is the first
to directly extract MWEs using automatic word alignment. An interesting variation on their
method was investigated by Liu et al. (2011), who in fact use a monolingual corpus along with
techniques designed for bilingual word alignment. They create a replica of the monolingual
corpus, and align each sentence to its exact copy. They then adapt a word alignment algorithm
(specifically IBM model 3), adding the constraint that a word cannot be aligned to its copy in
the parallel corpus. This facilitates the extraction of collocations, and the authors show that
their method elicits significant gains in both precision and recall over its competitors.

Programme description

This project will be carried out on a 50%-time basis between October 24th 2013 and January
8th 2014, a total of 75 days. The initial stages (∼10 days) are earmarked as the start-up phase,
during which the necessary resources will be mobilized and working procedures identified.
One of the most crucial activities during this time will involve obtaining corpora of the appro-
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priate size and text type. I propose to use corpora consisting primarily or entirely of spoken
text, as these texts are likely to contain a wider range of VPCs. To begin with, I will investi-
gate the possibility of using the OpenSubtitles2012 section of the OPUS corpus (Tiedemann,
2012). In total, this corpus contains 1076 different bilingual texts covering 55 different lan-
guages. There are over 8.4 billion tokens across 1.24 billion sentence fragments. I intend to
use the language pairs English-Spanish (en-es) and English-German (en-de). Note that I will
only look to identify VPCs in English; while they exist in German as well, this will not be the
focus of this study. The target languages have been chosen primarily due to the feasibility of
judging translation quality. An alternative corpus, if required, could be WIT3, which consists
of transcriptions and translations of TED talks (Cettolo et al., 2012). If time allows, an even-
tual comparison of the two corpora may also be interesting; it seems likely that while both
corpora are based on spoken text, the types of VPCs found in TED talks may differ from those
in movie subtitles.

Once suitable data sets have been located, the project will enter its main phase (∼35 days).
During this period I will follow the workflow outlined in Caseli et al. (2010), with some adap-
tations. Firstly the parallel corpora, if necessary, will be sentence-aligned (note that the Open-
Subtitles corpus is in fact already sentence-aligned). The English data will then be PoS tagged;
Caseli et al. (2010) used the open-source machine translation engine and toolbox Apertium to
achieve this. For the current study other PoS-taggers may be more appropriate, particularly
given the nature of the text type; an important part of this stage will therefore be finding the
optimum PoS tagger. The parallel data sets will next be word-aligned in both directions using
GIZA++ (Och and Ney, 2000) before being merged according to the algorithm in Och and
Ney (2003). A list of MWE candidates will be elicited from the aligned data by extracting
all sequences of two or more English words that have the same alignment in the target lan-
guage. This list will then be filtered using the PoS tags to find instances of verbs followed by
prepositional particles. An extra filtering stage might also be used to remove very infrequent
candidates: Caseli et al. (2010) remove all those that occur less than twice.

Another crucial part of this main phase will be the evaluation of results. This involves two
separate processes: evaluation of the validity of the English VPCs, and evaluation of the
translation quality into Spanish and German. In line with Caseli et al. (2010), this will be
done in an ‘all-or-nothing’ way, where everything is judged either correct or wrong, with no
shades of grey. It may turn out that in reality there are some borderline cases, but for the ease
of analysis judges will be asked to give a yes-no answer. The intention is to use a single native-
speaker judge for each evaluation; of course more would be preferable, but given the time and
cost constraints of this project that is probably not feasible. If the number of candidate VPCs
proves to be very large, a subset of ∼100-200 will instead be evaluated.

The final stage of the project (∼30 days) will involve writing up results, drawing conclusions
and comparing to previous work. By analysing the success of the project, lines of future work
should become clear. During this period the work will also undergo a process of peer review,
hopefully leading to new insights and possible further experiments before the final version.
Comparison with other projects might also open the way for future collaboration.
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Significance

This study aims on the one hand to extend and expand that of Caseli et al. (2010) by using a
new corpus type (spoken text) and new language pairs (English-Spanish and English-German),
and on the other hand to narrow it by focusing more specifically on VPCs rather than all
types of MWE. It is hoped that this will lead to high rates of both precision and recall in
the extraction of VPCs, thus contributing to the creation of monolingual lexical resources,
text generation, and through improved VPC identification to improved parsing and parsing-
dependent applications. Moreover, due to the added benefit of extracting translation candidates
for the VPCs, this study will also contribute to the create of bilingual lexical resources, in turn
potentially improving machine translation performance.

It is hoped that further insights may come, time permitting, from a comparison between dif-
ferent language pairs and different corpus types. The two target languages used here are sig-
nificantly different from each other and may thus produce different results, even on sections of
the same corpora. A comparison with the original Caseli et al. (2010) study, which was based
on English-Portuguese scientific articles, may also be possible, shedding further insight into
the role of language and text type in VPC extraction.
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