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1 Introduction

Transition-based parsing has proven to be very competitive. Part of the reason for this
is that with respect to machine learning the parsing reduces to multi-class classification.
This allows the use of very powerful machine learning algorithms such as Support Vector
Machines. If we can find an even better classifier we would expect better parsing results.
We will therefore try out different classifiers in order to find the one that does best on a
classification problem from transition-based parsing.

1.1 Transition-Based parsing

We follow Nivre (2008) and say that a transition-based parser (deterministic classifier-
based parser) consist of three essential components.

1. A parsing algorithm

2. A feature model

3. A classifier

The focus here is of course on 3., but we will briefly describe 1. in order to understand
the classification task better.

The parsing algorithm consists of two components, a transition system and an oracle.
Nivre (2008) defines a transition system S = (C, T, cs, Ct) in the following way:
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1. C is a set of configurations, each of which contains a buffer β of (remaining) nodes
and a set A of dependency arcs,

2. T is a set of transition, each of which is a partial function t : C → C,

3. cs is a initialization function mapping a sentence x = (w0, w1, . . . , wn) to a config-
uration with β = [1, . . . , n],

4. Ct is a set of terminal configurations.

A transition sequence for a sentence x in S is a sequence C0,m = (c0, c1 . . . , cm) of config-
urations, such that

1. c0 = cs(x),

2. cm ∈ Ct,

3. for every i (1 ≤ i ≤ m)ci = t(ci−1) for some t ∈ T

The oracle is used during training to find a transition sequence that leads to the correct
parse. The job of the classifier is to ’imitate’ the oracle. I.e. to try and always pick the
transitions that lead to the correct parse. The information given to the classifier is the
current configuration. Here we focus on stack-based parsing algorithms.

A stack-based configuration for a sentence x = (w0, w1, . . . , wn) is a triple c = (σ, β,A),
where

1. σ is a stack of tokens i ≤ k (for some k ≤ n),

2. β is a buffer of tokens j > k ,

3. A is a set of dependency arcs such that G = (0, 1, . . . , n, A) is a dependency graph
for x. (Nivre, 2008)

Here the stack-based algorithm called Arc-Eager is used (Nivre, 2008).

1.2 Repair transitions

It is possible to define transitions that are destructive in the sense that they remove
some of the dependency arcs that the parsing algorithms has added at a given point. We
call these transitions repair -transitions. Here we will focus only on one of these named
remove-ra-d. The transition is defined as follows.

(σ|i, j|β,A)⇒ (σ|i, j|β,A{(k, l, i)})

What this transitions does is to remove an arc that has the token on the top of the stack
as its dependent.

Extending the Arc-Eager transition system with this transition is straightforward.
The problem is how to train the use of the repair transition. As the oracle used during
training never makes any mistakes, there will be no configurations in which there is
any need to use this destructive transition. What we do instead is to train a standard
parser without the repair transition. We then apply this parser to some (gold)data, and
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during this process we find the configurations in which the transition should be used.
These are the configurations where the token on the top of the stack has received a head
that it does not have in the gold dependency graph. This leaves us with a number of
configurations where either the remove-ra-d should be applied or a non-repair transition
should be applied.

This is used to train a classifier that predicts either remove-ra-d or no-repair. During
parsing with the extended transition system this classifier is consulted first. If it predicts
remove-ra-d, then this transition is used, otherwise the standard-parser classifier predicts
which transition to use.

2 The Classification Problem

Here we will focus on the repair-transition classifier. This means that we are dealing with
a binary classification problem. The problem has one feature that may be very important
to the performance of different classifiers. The data is highly skewed. Only around 2%
of the instances has the repair-prediction.

Furthermore experiments have shown that the performance of the parser suffers a
lot when the remove-ra-d is used in configurations where is should not have been used.
On the other hand it it not a big problem when it is not used in places where it should
have, because in these cases the parsing algorithm simply behaves as the standard parsing
algorithm without the repair-transition. This implies that the precision of the classifier
on the remove-ra-d class is very important whereas the recall is not.

3 Classifiers

We will very briefly go through the classifiers used in our experiments.

3.1 Support Vector Machines

Support Vector Machines find the separating hyperplane with the maximum margin to
the nearest points. This is generally considered to be one of the best classifiers available
and is also the one the transition-based parser we use in our experiments (MaltParser)
currently uses. SVMs can be used with kernels and the default setting for the MaltParser
is to use a second order polynomial kernel.

For all experiments the LIBSVM (v. 2.90) implementation is used (Chang and Lin,
2001).

3.2 Perceptron

The perceptron algorithm also finds a separating hyperplane but does not guarantee
anything about the margin to the nearest data points. The advantage of the perceptron
is that it is very fast. Perceptrons can also be used with kernels.

We use the perceptron algorithm from RapidMiner (formerly YALE) although we
have extended it a lot1 (Mierswa et al., 2006).

1The standard perceptron algorithm in RapidMiner is unreasonably slow. We have made it a lot
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3.2.1 Averaged perceptron

In the averaged perceptron the final separating hyperplane is found by averaging the
weight vectors obtained after each considered training instance. The averaged perceptron
can be seen as an approximation of the voted perceptron algorithm (Collins, 2002), which
has certain margin guarantees (Freund and Schapire, 1999). This means that unlike the
perceptron we can expect a certain margin between the hyperplane and the closest data
points which should lead to better classification.

The averaged perceptron algorithm we have used is an extension to the perceptron
algorithm in RapidMiner.

3.2.2 With kernels

It is straightforward to use kernels in the perceptron algorithm, and we have done so to
see if we can achieve better results this way.

3.3 Memory-based

The only non-linear classifier we have tried out is memory-based learning. Here the basic
idea is to store all the training instances, and then during classification of the unseen
data use the example(s) in the training data that is most similar to the new data (given
some similarity measure) to determine the class of the new data.

We used the Timbl-package2 for the memory-based learning.

4 Evaluation

There are several ways to evaluate classifiers. One is accuracy. In our case this is not
a very informative measure because of the nature of the data. A classifier that always
predicts no-repair would get a accuracy around 98%.

Another option is to use the F-score of the remove-ra-d -class. The F-score is defined
as:

Fβ =
(1 + β)2 · true positive

(1 + β)2 · true positive + β2 · false negative + false positive

Usually β = 1 meaning weight precision and recall are weighted equally. If β = 2 recall
is weighted twice as much as precision, and if β = 0.5 it is the opposite. Because we are
mostly concerned about precision we go even further and use β = 0.25.

For all optimization tasks it is the F0.25-score that has been optimized.

5 Optimization

We have used two different optimization techniques to optimize some of the classifiers.
We have used the F0.25-score on the development set when optimizing parameters. This
is faster than doing cross-validation but we run the risk of overfitting to this data set.

faster. Furthermore we have added the possibility to use kernels.
2http://ilk.uvt.nl/timbl/. Version 6.1.5 was used.

4



5.1 Grid optimization

For the classifiers using kernels (SVM, Perceptron) we have used grid-optimization to
find the best parameter-settings for the kernel.

5.2 Genetic algorithms

For the memory-based learning we have used genetic algorithms to select the features
and parameters that optimizes the F0.25-score on the development data.

6 Data

We have used sentences from the Danish Dependency Treebank (Buch-Kromann et al.,
2007) to create the data used. More specifically we have used the training part of the
Danish data from the CoNLL-X shared task (Buchholz and Marsi, 2006). All of the data
was used as training data in MaltParser extended with the mentioned repair-transition.
The instances created by MaltParser were then split into training, development and
evaluation sets.

6.1 Features

We use the standard settings in the MaltParser which gives us 14 features. Of these 6
are POS-tags, 4 are dependency relations and 4 are word forms.

6.1.1 Feature generation

We have tried generating new features by combining some of the standard 14 features.
More specifically we have made pairwise combinations of all the features that are not
word forms, i.e. the first 10 features3. This leads to a total of 50 features.

7 Results

We now present and discuss the results for the different classifiers with different param-
eters and features.

7.1 Original features

Table 1 shows the results for different classifiers using only the original 14 features. We
show both accuracy and the F0.25-score.

We report results from the development set used to optimize the classifiers and the
unseen test data used for final evaluation. In general the results on the development set
differ a lot from the final evaluation. We do not have a good explanation for this.

If we look at the SVM results we see that we did not succeed in improving the results
from the default-configuration. The small improvement gained on the development set

3In practice we have skipped feature no. 10 which is the right dependent of the token at the top of
the buffer. In the transition-system used the value of this feature is always null
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Development data Evaluation data
Classifier Parameters Accuracy F0.25 Accuracy F0.25

SVM, polynomial d = 2, γ = 0.2
87.47% 37.57% 96.43% 16.50%

(MALT default) coef0 = 0, C = 1
SVM, polynomial d = 3, γ = 1

87.45% 38.70% 96.40% 8.95%
optimized coef0 = −1, C = 1
SVM, linear C = 1 87.38% 31.83% 96.40% 9.07%
Perceptron iter = 5, lr = 0.1 87.13% 26.83% 92.52% 15.78%
Perceptron iter = 5, lr = 0.1

87.05% 31.35% 93.82% 18.15%
polynomial coef0 = −3, d = 5
Averaged perc. iter = 5, lr = 0.1 87.34% 22.51% 96.36% 4.13%
Averaged perc. iter = 5, lr = 0.1

87.17% 28.90% 96.26% 8.23%
polynomial coef0 = −1, d = 5

Memory Based
k = 3, no weighting,

87.45% 41.95% 96.37% 26.12%
inverse linear 4

Table 1: Standard features: Accuracy and F0.25-score on development and evaluation
data.

did not carry over to the evaluation. Actually the original parameters does a lot better
on the unseen data.

Normally averaged perceptron is expected to do better than the standard perceptron.
We see the opposite in our data. Considering the nature of the data this is not very
surprising. Because the data contains so few remove-ra-d instances the algorithm risks
not taking these into account when averaging the weight-vectors.

We see that both of the perceptron-algorithms improves when used with a polynomial
kernel. The standard perceptron actually does better than the SVMs when used with a
kernel.

The results from using memory-based learning are by far the best. Intuitively this
makes sense because the algorithm are not affected by the very skewed data in the same
way as the linear classifiers. We also see that the best result has been achieved with a
quite small k, indicating that if k is too big the few remove-ra-d will be outvoted by the
vast majority of no-repair instances.

7.2 Combined features

Table 2 shows the results with the 50 features we got from combining some of the original
14 features. The results when using the extended feature set are quite difficult to interpret.

The linear classifiers without kernel does a lot better with these features. This is not
surprising as the extra information should help them a lot. But why the SVM with the
default features performs so poorly on the unseen data is not easy to explain.

Another strange thing is that F0.25-score of the memory-based algorithm drops 15%
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Development data Evaluation data
Classifier Parameters Accuracy F0.25 Accuracy F0.25

SVM, polynomial d = 2, γ = 0.2
87.37% 36.96% 96.27% 10.80%

(MALT default) coef0 = 0, C = 1
SVM, polynomial d = 3, γ = 1

87.37% 35.46% 96.34% 12.45%
optimized5 coef0 = −1, C = 1
SVM, linear C = 4 87.31% 37.05% 96.16% 15.81%
Perceptron iter = 5, lr = 0.1 85.19% 30.30% 95.00% 21.88%
Perceptron iter = 5, lr = 0.1

87.21% 31.97% 95.06% 22.60%
polynomial coef0 = 0.33, d = 3
Averaged perc. iter = 5, lr = 0.1 87.29% 26.76% 96.44% 14.01%
Averaged perc iter = 5, lr = 0.1

87.27% 28.07% 96.39% 8.59%
polynomial coef0 = −2.33, d = 5

Memory Based
k = 2, inverse linear

87.39% 40.79% 96.15% 11.86%
GainRatio weighting 6

Table 2: Extended features: Accuracy and F0.25-score on development and evaluation
data.

on the evaluation data when the score on the development data is roughly the same7.
The explanation may be an extreme degree of overfitting. Timbl has a lot of parameters,
and in particular one for each feature telling how this should be treated. And more
parameters means a greater risk of overfitting. Maybe this could have been avoided if we
had used cross-validation in the optimization-process.

8 Conclusion

If we had only looked at the original feature set we could have concluded that on the
classification task in question it is very difficult to find a classifier that does better than
the one used in MaltParser, but that memory-based learning would be the best way to go.
It it not surprising that if we want to do better than SVM we have to find a non-linear
classifier.

When looking at the extended feature-set the picture becomes more diffuse. But again
the perceptron with a polynomial kernel has the best score.

The result from memory-based classification with the extended feature set contradicts
the result with the original features in such a degree that we feel that these results cannot
be trusted and that the experiments should be performed again. Probably using cross-
validation during optimization.

7If the search performed by the GA was successful the score on the development data should be at
least as good as with the original feature set. The original features are included in the extended data set
and because the search includes the possibility of ignoring features one could simply ignore all the new
features.
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8.1 Future work

The next step is to integrate the best performing classifier into the parser to see if any
improvements in accuracy of the classifier also leads to improved output from the parser.
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