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Machine Learning

I Idea: Synthesize computer programs by learning from
representative examples of input (and output) data.

I Rationale:

1. For many problems, there is no known method for computing
the desired output from a set of inputs.

2. For other problems, computation according to the known
correct method may be too expensive.
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Well-Posed Learning Problems

I A computer program is said to learn from experience E with
respect to some class of tasks T and performance measure P,
if its performance at tasks in T , as measured by P, improves
with experience E .

I Examples:

1. Learning to classify chemical compounds
2. Learning to drive an autonomous vehicle
3. Learning to play bridge
4. Learning to parse natural language sentences
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Designing a Learning System

I In designing a learning system, we have to deal with (at least)
the following issues:

1. Training experience
2. Target function
3. Learned function
4. Learning algorithm

I Example: Consider the task T of parsing Swedish sentences,
using the performance measure P of labeled precision and
recall in a given test corpus (gold standard).
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Training Experience

I Issues concerning the training experience:

1. Direct or indirect evidence (supervised or unsupervised).
2. Controlled or uncontrolled sequence of training examples.
3. Representativity of training data in relation to test data.

I Training data for a syntactic parser:

1. Treebank versus raw text corpus.
2. Constructed test suite versus random sample.
3. Training and test data from the same/similar/different sources

with the same/similar/different annotations.
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Target Function and Learned Function

I The problem of improving performance can often be reduced
to the problem of learning some particular target function.

I A shift-reduce parser can be trained by learning a transition
function f : C → C , where C is the set of possible parser
configurations.

I In many cases we can only hope to acquire some
approximation to the ideal target function.

I The transition function f can be approximated by a function
f̂ : Σ → Action from stack (top) symbols to parse actions.

Machine Learning 6(24)



Learning Algorithm

I In order to learn the (approximated) target function we
require:

1. A set of training examples (input arguments)
2. A rule for estimating the value corresponding to each training

example (if this is not directly available)
3. An algorithm for choosing the function that best fits the

training data

I Given a treebank on which we can simulate the shift-reduce
parser, we may decide to choose the function that maps each
stack symbol σ to the action that occurs most frequently
when σ is on top of the stack.
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Supervised Learning

I Let X and Y be the set of possible inputs and outputs,
respectively.

1. Target function: Function f from X to Y .
2. Training data: Finite sequence D of pairs 〈x , f (x)〉 (x ∈ X ).
3. Hypothesis space: Subset H of functions from X to Y .
4. Learning algorithm: Function A mapping a training set D to a

hypothesis h ∈ H.

I If Y is a subset of the real numbers, we have a regression
problem; otherwise we have a classification problem.
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Varitations of Machine Learning

I Unsupervised learning: Learning without output values (data
exploration, e.g. clustering).

I Query learning: Learning where the learner can query the
environment about the output associated with a particular
input.

I Reinforcement learning: Learning where the learner has a
range of actions which it can take to attempt to move
towards states where it can expect high rewards.

I Batch vs. online learning: All training examples at once or one
at a time (with estimate and update after each example).
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Learning and Generalization

I Any hypothesis that correctly classifies all the training
examples is said to be consistent. However:

1. The training data may be noisy so that there is no consistent
hypothesis at all.

2. The real target function may be outside the hypothesis space
and has to be approximated.

3. A rote learner, which simply outputs y for every x such that
〈x , y〉 ∈ D is consistent but fails to classify any x not in D.

I A better criterion of success is generalization, the ability to
correctly classify instances not represented in the training
data.
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Concept Learning

I Concept learning: Inferring a boolean-valued function from
training examples of its input and output.

I Terminology and notation:

1. The set of items over which the concept is defined is called the
set of instances and denoted by X .

2. The concept or function to be learned is called the target
concept and denoted by c : X → {0, 1}.

3. Training examples consist of an instance x ∈ X along with its
target concept value c(x). (An instance x is positive if
c(x) = 1 and negative if c(x) = 0.)
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Hypothesis Spaces and Inductive Learning

I Given a set of training examples of the target concept c, the
problem faced by the learner is to hypothesize, or estimate, c.

I The set of all possible hypotheses that the learner may
consider is denoted H.

I The goal of the learner is to find a hypothesis h ∈ H such that
h(x) = c(x) for all x ∈ X .

I The inductive learning hypothesis: Any hypothesis found to
approximate the target function well over a sufficiently large
set of training examples will also approximate the target
function well over other unobserved examples.
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Hypothesis Representation

I The hypothesis space is usually determined by the human
designer’s choice of hypothesis representation.

I We assume:

1. An instance is represented as a tuple of attributes
〈a1 = v1, . . . , an = vn〉.

2. A hypothesis is represented as a conjunction of constraints on
instance attributes.

3. Possible constraints are ai = v (specifying a single value),
? (any value is acceptable), and ∅ (no value is acceptable).
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A Simple Concept Learning Task

I Target concept: Proper name.

I Instances: Words (in text).
I Instance attributes:

1. Capitalized: Yes, No.
2. Sentence-initial: Yes, No.
3. Contains hyphen: Yes, No.

I Training examples: 〈〈Yes,No,No〉, 1〉, 〈〈No,No,No〉, 0〉, . . .〉
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Concept Learning as Search

I Concept learning can be viewed as the task of searching
through a large, sometimes infinite, space of hypotheses
implicitly defined by the hypothesis representation.

I Hypotheses can be ordered from general to specific. Let hj

and hk be boolean-valued functions defined over X :
I hj ≥g hk if and only if (∀x ∈ X )[(hk(x) = 1) → (hj(x) = 1)]
I hj >g hk if and only if (hj ≥g hk) ∧ (hk 6≥ghj)
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Algorithm 1: Find-S

I The algorithm Find-S for finding a maximally specific
hypothesis:

1. Initialize h to the most specific hypothesis in H
(∀x ∈X : h(x) = 0).

2. For each positive training instance x :
I For each constraint a in h, if x satisfies a, do nothing; else

replace a by the next more general constraint satisfied by x .

3. Output hypothesis h.
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Open Questions

I Has the learner converged to the only hypothesis in H
consistent with the data (i.e. the correct target concept) or
are there many other consistent hypotheses as well?

I Why prefer the most specific hypothesis (in the latter case)?

I Are the training examples consistent? (Inconsistent data can
severely mislead Find-S, given the fact that it ignores negative
examples.)

I What if there are several maximally specific consistent
hypotheses? (This is a possibility for some hypothesis spaces
but not for others.)
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Algorithm 2: Candidate Elimination

I Initialize G and S to the set of maximally general and
maximally specific hypotheses in H, respectively.

I For each training example d ∈ D:

1. If d is a positive example, then remove from G any hypothesis
inconsistent with d and make minimal generalizations to all
hypotheses in S inconsistent with d .

2. If d is a negative example, then remove from S any hypothesis
inconsistent with d and make minimal specializations to all
hypotheses in G inconsistent with d .

I Output G and S .
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Example: Candidate Elimination

I Initialization:
I G = {〈?, ?, ?〉}
I S = {〈∅, ∅, ∅〉}

I Instance 1: 〈〈Yes,No,No〉, 1〉:
I G = {〈?, ?, ?〉}
I S = {〈Yes,No,No〉}

I Instance 2: 〈〈No,No,No〉, 0〉
I G = {〈Yes, ?, ?〉, 〈?,Yes, ?〉, 〈?,Yes, ?〉}
I S = {〈Yes,No,No〉}
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Remarks on Candidate-Elimination 1

I The sets G and S summarize the information from previously
encountered negative and positive examples, respectively.

I The algorithm will converge toward the hypothesis that
correctly describes the target concept, provided there are no
errors in the training examples, and there is some hypothesis
in H that correctly describes the target concept.

I The target concept is exactly learned when the S and G
boundary sets converge to a single identical hypothesis.
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Remarks on Candidate-Elimination 2

I If there are errors in the training examples, the algorithm will
remove the correct target concept and S and G will converge
to an empty target space.

I A similar result will be obtained if the target concept cannot
be described in the hypothesis representation (e.g. if the
target concept is a disjunction of feature attributes and the
hypothesis space supports only conjunctive descriptions).
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Inductive Bias

I The inductive bias of a concept learning algorithm L is any
minimal set of assertions B such that for any target concept c
and set of training examples Dc

(∀xi ∈ X )[(B ∧ Dc ∧ xi ) ` L(xi ,Dc)]

where L(xi ,Dc) is the classification assigned to xi by L after
training on the data Dc .

I We use the notation

(Dc ∧ xi ) � L(xi ,Dc)

to say that L(xi ,Dc) follows inductively from (Dc ∧ xi ) (with
implicit inductive bias).
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Inductive Bias: Examples

I Rote-Learning: New instances are classified only if they have
occurred in the training data. No inductive bias and therefore
no generalization to unseen instances.

I Find-S: New instances are classified using the most specific
hypothesis consistent with the training examples. Inductive
bias: The target concept c is contained in the given hypothesis
space and all instances are negative unless proven positive.

I Candidate-Elimination: New instances are classified only if all
members of the current set of hypotheses agree on the
classification. Inductive bias: The target concept c is
contained in the given hypothesis space H (e.g. it is
non-disjunctive).
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Inductive Inference

I A learner that makes no a priori assumptions regarding the
identity of the target concept has no rational basis for
classifying any unseen instances.

I To eliminate the inductive bias of, say, Candidate-Elimination,
we can extend the hypothesis space H to be the power set of
X . But this entails that:

S ≡
∨
{x ∈ Dc | c(x) = 1}

G ≡ ¬
∨
{x ∈ Dc | c(x) = 0}

Hence, Candidate-Elimination is reduced to rote learning.
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