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Abstract

As the ability to access one’s own electronic health record online (EHR)
becomes more widespread, the need for automatic methods to simplify
them in order to aid consumer comprehension becomes more apparent.
However, before these tools can be developed, the linguistic features that
characterize these types of text must be identified. This study attempts to
quantify some of these linguistic features through a comparative register
analysis using automatic methods in order to determine how different
EHRs are from standard Swedish in terms of word and sentence composi-
tion, lexical complexity, sentence structures, as well as through the use
of readability measures. Four different types of corpora were used, two
of which represent the EHR domain, one consisting of standard Swedish,
and the last of biomedical journal text. The results show that EHR’s make
more frequent use of technical terms and abbreviations, and are dense
with information due to the frequent omission of words which, based
the situational characteristics of the texts, are likely considered to not
carry enough information to be worth using. These include subjects, verbs,
and content words. It was also found that a general purpose measure of
text difficulty, LIX, was too simplistic to be able to accurately classify
the EHRs. Many of the linguistic features of EHRs also pose problems to
computational methods developed for standard language use. The study
therefore also investigates how successful traditional tools, e.g. a tokenizer
and POS tagger, are on this type of out of domain data. It was found
that the tokenizer and tagger must be adapted to the domain to achieve
satisfactory results.
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1 Introduction

Mumbo jumbo and gobbledygook: what types of emotion do these words
evoke? Possibly frustration, a sense of secrecy and exclusion, and ultimately
aversion. Now imagine that this mumbo jumbo was your own medical health
record and was written by your doctor. But rather than intending to induce
frustration and exclude you from information concerning your own health, your
doctor uses a very specific form of language to convey information as concisely
and accurately as possible. The assumption is made that the addressee of this
health record is one who possesses the same background and understanding of
the jargon used.

Besides the variety of language used by medical personnel, language variation
can, at the highest level, concern different languages entirely, such as Swedish
and English. On the other hand, at the lowest level, language variation can
be the difference between two people’s speech or two texts by the same
author (Biber and Conrad, 2009, p. 4). Language use can be casual, for example
conversations or emails, or formal, as seen in academic prose or bureaucratic
text. The conventions for these, and all language types, depend on the purpose
of the communication, the circumstances under which it is produced, as well
as the social characteristics of those involved. Thus, even though the actual
language used may be the same, for instance English, depending on the text
type, the way the ideas are expressed can vary dramatically.

When a language type is very specialized, for example the text of a medical
health record, those who lack the necessary background have a much harder
time understanding it. So what happens when someone lacking this background
wishes to read and understand their own health record?

The desire of the patient to have greater insight into their own healthcare
has become a widespread trend. For example, around the year 2002 in Uppsala
County, Sweden, approximately one thousand patients requested to read their
own health records (of a total population of 340,000). Ten years later that
number had increased to circa 11,000 (Agerberg, 2012b).

The problem remains though that while governments are responding to the
people’s desire to have access to their own medical records, the mumbo jumbo,
gobbledygook and other non-standard linguistic features still permeate these
documents. It is thus essential that through a linguistic analysis the features
which render patient records incomprehensible to consumers are identified
and quantified. Using that knowledge the research community can create
automatic methods for the simplification of patient records and thereby easing
the consumer’s previous sense of aversion and exclusion.
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1.1 Electronic health records
Medical health records are first and foremost an occupational tool used by
medical personnel to document a patient’s medical history over time. Using the
information provided in a health record, medical personnel can make informed
decisions on further care and treatment. The main purpose thus is that the
health record is to be used as an aid to providing appropriate and secure health
care to the patient. In order for this information to be conveyed as accurately as
possible, a specific language variety is used which has specific linguistic features
and certain functional and situational features. As health records are now stored
electronically, they are known as electronic health records (EHRs).

The Swedish patient data law (PDL) or Patientdatalagen1, legislates that the
documentation in medical health records must be carried out for all patients as
well as how it should be undertaken. However, it also states that it should be
an information source for the patient.

According to paragraph 5 of the 1985 version of the PDL2, all medical
record documents issued within the Swedish health care system should be
written in the Swedish language, clearly defined, and as easy as possible for a
patient to understand. Unfortunately it turns out that this is easier to state in
legislation than to carry out in practice.

As discussed previously, due to the specialized language used in EHRs,
should a patient attempt to read his or her own record they wouldn’t get far.
This is due to the fact that patient records are littered with linguistic features
which not only differ from standard language use, but are to varying degrees
incomprehensible to consumers. It has also been found that even healthcare
personnel can have difficulties understanding records from different clinics
(Allvin, 2010, p. 3). Thus, it would hardly be slanderous to state that the
Swedish healthcare system has been disregarding a law that has been in effect
since 1985.

The issue becomes part of a larger and more looming problem due to the
fact that the Swedish government is currently in the beginning phase of making
patient’s electronic health records available to them online throughout the
nation (Agerberg, 2012a). Patients will have the possibility of accessing infor-
mation about their own health and social care interventions as part of a larger
initiative by the Swedish National Board of Health and Welfare (NBHW) of
implementing a national eHealth program (Persson and Johansson, 2006). This
can be viewed as an ideal opportunity to make the text of EHRs comprehensible
to consumers and thereby comply with paragraph 5 of the PDL.

However, this is no small undertaking. According to Kvist et al. (2011),
EHRs are written rapidly under time pressure with the assumption that the
addressee will understand various types of medical jargon, terminology and
abbreviations. Thus, it is not reasonable to expect the writer, under such time
pressures, to begin taking into consideration the patient’s limitations in regard
to such knowledge. It has also been shown that constraints placed on medical
personnel in regards to using structured information, for example predefined

1https://lagen.nu/2008:355 retrieved 130601.
2http://www.riksdagen.se/sv/Dokument-Lagar/Lagar/Svenskforfattningssamling/

Patientjournallag-1985562_sfs-1985-562/ retrieved 131210.
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vocabularies, can increase work load and lead to errors (Suominen, 2009),
which would counteract the guidelines set by the PDL.

It is also not reasonable to begin the massive undertaking of simplifying
records by hand. Instead, automatic methods for the simplification of EHRs
need to be developed. The first step in this process is to identify the linguistic
features which differentiate these texts from standard Swedish and quantify
them.

1.2 Purpose, research questions, and scope
The purpose of this master’s thesis is thus to identify the linguistic features
which characterize Swedish EHRs, specifically radiology results and doctor’s
daily notes, compared to standard Swedish as well as formal, biomedical journal
texts.

The process of identifying the linguistic features which characterize these
types of text is known as text analysis, and is based on the methodology pre-
sented in Biber and Conrad (2009) for register analysis. The theory behind
register analysis is that the linguistic features of a text are linked to the situa-
tional characteristics of a text in that they exist because they serve important
communicative purposes. Thus, it is hypothesized that linguistic features which
characterize EHR’s are not arbitrarily used but in fact are functional and exist
due to one or more situational characteristics of use.

The characteristics investigated are based on the findings of previous studies
on clinical texts in Swedish and other languages, as well as the desires of the
Stockholm University Clinical Text Mining Group3. The long-term goal is that
these findings can provide a basis for the ongoing and future development of
automatic methods for simplifying Swedish EHRs.

The thesis will discuss the following aspects concerning register analysis of
EHRs:

• How do the two sub-genres of Swedish EHR’s differ in style and conven-
tion from one another? How do they differ from general Swedish text as
well as structured and formal biomedical text? Many linguistic features
can be investigated which characterize these texts, however in this study
focus is on:

– word and sentence composition, e.g. length, type-token4 ratio, and
uncommon words

– lexical complexity, e.g. vocabulary differences, use of technical terms
and abbreviations

– sentence structures, e.g. parts of speech and part of speech sequences

• What is the result of using traditional Swedish readability metrics, e.g.
LIX, OVIX, and NR which measure complexity as a combination of the
above features, on EHR’s?

3This study is performed in collaboration with the Clinical Text Mining Group at the
Department of Computer and Systems Science at Stockholm University.

4A token is any occurrence of a word, without regard to repetition of words or case. A type is
a unique word, i.e. all tokens are normalized with respect to case and repeated/duplicate tokens
are counted as one type.
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• What are the implications of using “off-the-shelf” computational tools, e.g.
tokenization and part-of-speech tagging, to aid the text analysis without
adapting them to these specific clinical domains?

1.3 Thesis layout
The following chapter gives a background on the process of text analysis, and
subsequently how it is applied to the EHR’s. Previous work which has identified
prevalent linguistic features of EHR’s is then presented, and finally previous
work on computational methods for handling these characteristics is discussed.

This is followed by chapter 3 which describes the data used, as well as the
methods used for both the processing of the data as well as the subsequent
linguistic analyses.

Chapter 4 then states the results. The discussion is found in chapter 5, and
finally the conclusions are presented in chapter 6.
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2 Background

This chapter discusses text analysis and how it is applied to EHRs. Studies on
what characterizes EHRs as a genre are then presented, and finally, previous
work on computational methods for handling these characteristics is discussed.

2.1 Analyzing text varieties
Through the process of text analysis, many different linguistic characteristics
can be identified spanning from those which serve important communicative
purposes, those which are conventionally associated with a given genre, to those
which solely serve an aesthetic purpose. Of interest in the present study is the
former, which is known as register analysis. Biber and Conrad (2009) explains
that the basis of register analysis is that the core linguistic features of a text type
are functional and therefore associated with a specific situation of use. They
occur due to the fact that they are “particularly well suited to the purposes and
situational context of the register” (Biber and Conrad, 2009, p. 6).

The methodology presented in Biber and Conrad (2009) states that a register
analysis consists of three parts: a description of the situational use of a text, i.e.
what purpose the text variety has, the linguistic features of the text, and finally
the link between the two in the assumption that the specific linguistic features
exist due to the situational circumstances and serve important communicative
functions. Some specific situational characteristics are given as examples along
with the particular linguistic features that they are functionally associated
with. For example, the situational characteristic of referring to shared expert or
professional knowledge is linked to the linguistic feature of technical words and
phrases (Biber and Conrad, 2009, p. 68). The link between the two however
must itself be interpreted and explained with examples.

The process of performing a register analysis begins with the identification
of the situational characteristics of a text.

Participants and the relationships between them Health care personnel in-
volved in a patient’s medical history are the participants responsible for produc-
ing the EHR (Gartner, 2009, p. 64). The intended addressee of the EHR, while
written about the patient, is in fact other health care personnel. The patient
who intends to read his or her own medical record is a disregarded addressee.

The relationship among the participants is that they are in the medical
profession and possess a shared specialized knowledge (Allvin and Kvist, 2011).
This knowledge is most likely not possessed by the patient.
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Production circumstances The information within EHR’s can be produced in
a number of manners, for example, a directly typed entry into an EHR system,
or through the transcription of dictation made by health care personnel. In the
case of transcription by, for example, a secretary, the doctor is still responsible
for the content (Allvin, 2010, p. 2). The setting can be multiple, independent
healthcare organizations, meaning that the time and place of communication is
most likely not shared by the participants (Gartner, 2009, p. 63). As previously
discussed, EHR’s are often written rapidly and under time pressures (Kvist
et al., 2011, p. 1).

Communicative purpose The purpose of the EHR is to document as well as
communicate a patient’s healthcare over time concisely and effectively. The
PDL states that the contents of the EHR should ensure proper and secure
patient care1. The EHR also facilitates the transferral of information between
all health care personnel involved with a given patient (Allvin, 2010; Gartner,
2009).

Biber and Conrad (2009) stress the fact that for a register analysis to be
effective, different types of registers must be compared and that by doing so an
individual register’s features are more apparent. Consider that one comes to
the conclusion that conversations make frequent use of pronouns. This is much
more telling when compared to, for example, academic prose which rarely uses
pronouns.

The choice of linguistic features to investigate can be difficult as almost
any linguistic feature of a text can have functional associations and thereby be
used to distinguish it from another register. However, Biber and Conrad (2009)
suggest choosing a particular aspect of language use to compare across registers,
or including several types of language features.

2.2 What constitutes an easy-to-read text?
In order to understand what linguistic features make EHR’s so difficult for
consumers to comprehend, it can be useful to know what constitutes a text
which is easy to comprehend. Lundberg and Reichenberg (2008) state that
easy-to-read text:

• is not very long

• speaks to the reader by using a narrative voice

• varies the use of long and short sentences

• uses conjunctions

• avoids long nouns

• avoids unknown words

• contains explicit causality

• avoids passive voice

1Chapter 3 paragraph 6, https://lagen.nu/2008:355#K3P6S1 retrieved 131203
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• avoids abstract concepts

• uses practical examples

However, these properties obviously vary depending on who the reader is.
In other words, the ease or difficulty of an EHR is relative. While the consumer
may be stumped by unknown words and abstract concepts in their EHR, the
words and concepts will not be foreign to medical personnel.

According to Allvin (2010) who surveyed 39 Swedish physicians, do they
rarely or never adapt the language used in their EHR writing to patients. Ke-
selman et al. (2007) found that patients’ insufficient conceptual knowledge,
including knowledge of professional medical language, is their main compre-
hension barrier.

2.3 Previously examined linguistic features of
clinical data

Previous work has pointed out a number of linguistic characteristics that are
representative of EHR’s by focusing on aspects which could be problematic
for consumers, performing register analyses on EHR’s, or attempting to adapt
computational tools to this domain.

2.3.1 Technical terminology

By using professional technical terminology, EHR’s can convey information as
conscisely as possible through the omission of explanations of complex concepts.
It is thus necessary in order for documentation to be precise and medically safe
(Kvist et al., 2011). This, however, presents a challenge to readers without a
medical background. In the previously mentioned survey on Swedish medical
personnel’s attitudes towards EHRs as a genre, Allvin (2010) found that many
doctors believed that technical terminology would pose the biggest problems
to patients wishing to read their own records.

A British study (Pyper et al., 2004) found that out of 100 patients who were
presented with their own health records, almost half of them needed to consult
a glossary to clarify terms. Keselman et al., 2007 also performed a survey on
consumer’s views towards, and experiences with, reviewing their own health
records. It was found that out of 83 participants, 38 stated that professional
medical language was a barrier in their comprehension of the material. Zeng
and Tse (2006) state that this type of vocabulary mismatch between medical
personnel and consumers not only hinders effective communication, it can
result in uninformed decision making on the part of the consumer.

Studies have shown that technical terminology is prevalent in EHRs written
in a number of languages. Allvin (2010) studied Swedish EHRs as a specific text
genre and based on a sample of six records, found that approximately one in
ten words were technical terminology or jargon. Another Swedish study based
on ten records from a surgical clinic found that 6.7% of the text’s contents were
technical terms (Olsson, 2011).

A New Zealand study on English language electronic discharge summaries
(Adnan et al., 2010) identified “difficult” nouns or noun phrases using familiarity
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scores based on a consumer health vocabulary (CHV) (more specifically the
Open Access Consumer Health Vocabulary). The terms in the CHV each have
three different types of term familiarity scores assigned to them which indicate
the likelihood that the term will be understood by an average consumer. The
authors found that the percentage of CHV terms in the Clinical Management
section which received very low scores, i.e. they are not likely to be recognized
by consumers, were for each of the three familiarity scores 27%, 10%, and
27%. In other words, of the words in the Clinical Management section of the
discharge summaries which are also listed terms in the CHV, between 10%-27%
of them likely would not be understood by consumers.

Technical terms have also been brought up as a prevalent linguistic feature
of EHR’s in other languages, such as Swedish (Kvist et al., 2011), German
(Bretschneider et al., 2013), and Japanese (Aramaki et al., 2009).

To complicate the matter further, some technical terms can be spelled
in many different ways. For example, Kvist et al. (2011) found that in the
SEPR Corpus (discussed further in section 3.1.3), the Greek term tachycardia,
meaning rapid heart, was written with four alternate spellings. On the other
hand, a term can be expressed through the use of a number of synonyms
(Allvin et al., 2011). And finally, technical terms are frequently abbreviated or
expressed as acronyms (Liu et al., 2011) (discussed in section 2.3.2).

By comparing the vocabulary of an EHR corpus with a standard language
corpus, an approximation can be made as to how domain specific a corpus is
and how many non-standard terms are used. Previous studies have found that
when a clinical corpus was compared to a standard Swedish language corpus
(PAROLE2) that between 69% (Allvin et al., 2011, p. 7) and 86% (Dalianis
et al., 2009, p. 3) of word types were not found.

2.3.2 Abbreviations and acronyms

EHRs are littered with abbreviations and acronyms which are often ad hoc,
created on the fly, and can be very domain dependent (Dalianis et al., 2009;
Liu et al., 2011). Thus, they do not necessarily follow any standard format and
the same abbreviation or acronym can be used for a number of different words
depending on the context.

Allvin (2010) found that many of the 39 physicians interviewed believed
that abbreviations are problematic for patients. Twelve of the 39 informants
even stated that they at times have a hard time understanding their colleagues’
abbreviations. Keselman et al. (2007, p. 5) also states that abbreviations were one
of the most notable specific comprehension barriers for consumers presented
with their health records.

Abbreviations and acronyms are often ambiguous. Liu et al. (2011) found
in the 2001 edition of the Unified Medical Language System (UMLS) that
33.1% of abbreviations which were shorter than seven characters had multiple
meanings. Pakhomov et al. (2005) give an illustrative example; this version of
the UMLS listed 8 different meanings for the abbreviation RA: rheumatoid
arthritis, renal artery, right atrium, right atrial, refractory anemia, radioactive,

2PAROLE is a corpus of Standard Swedish totaling 19.4 million words
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right arm, and rheumatic arthritis. The 2005 version then added another 17 to
these.

On the other hand, one specific word can be abbreviated in many different
ways, for example Allvin et al. (2011) found that the word Noradrenalin was
abbreviated in a number of different ways by nurses at a Swedish intensive care
unit. Liu et al. (2011) mention the fact that some abbreviations and acronyms
can also have the same spelling as general words and give the example of TOP,
an acronym for termination of pregnancy.

Allvin (2010) found that out of ten records manually inspected that 3–8% of
the words consisted of abbreviations. This range depended on whether standard
Swedish abbreviations were counted or not. Kvist and Velupillai (2013) found
that of the 100 most common words in a clinical corpus consisting of radiology
reports that 18 of them were abbreviations, and that ten of these were domain
specific. Up to 14% abbreviations were found in Skeppstedt et al. (2012).
Adnan et al. (2010) also found up to 8% abbreviations in English language
discharge summaries. Abbreviations have also been reported in Finnish (Aantaa,
2012, p. 20) and Japanese (Aramaki et al., 2009) EHRs.

2.3.3 Passive verbs

It is said that EHR’s generally make use of passive verbs to a greater extent than
regular texts (Kvist et al., 2011) and that these constructions present challenges
to readers (Ownby, 2005). Ownby (2005) found that the use of passive voice
in online consumer health information differentiated the websites they studied
which were deemed most readable from those which were the least readable.
Lundberg and Reichenberg (2008) state that, in general, text which is easy to
comprehend avoids the use of passive constructions. Borin et al., 2009 state
that “for the generation of patient-friendly documents ... sentences should not
contain passive, infinitival structures.”

Allvin (2010) found that the use of passive verbs was common in EHRs due
to the fact that the patient was often not referred to explicitly, thus omitting
the subject and using a passive verb. For example in “Planeras till avdelningen
imorgon om andningsmässigt stabilt” which translates to “Scheduled for the ward
tomorrow if respiratory rate stable”, rather than stating who is scheduled, the
subject is dropped and a passive verb is used.

Aantaa (2012, p. 38) found that passive verbs were common in both Swedish
and Finnish EHR’s. She discusses the fact that they could be more frequent in
EHRs because it can be more economical time wise. Due to the fact that medical
personnel may be writing about procedures or exams that they themselves are
not necessarily performing, or it is unclear or irrelevant to state who will, they
can simply omit this information (Aantaa, 2012, p.26).

2.3.4 Omitted subjects and verbs

The omission of subjects and verbs as well as the use of unclear subjects has
been found to be a common element of EHR’s in a number of languages. This
further complicates the readability of the EHR from the patient’s point of view
and Lundberg and Reichenberg (2008) state that easy-to-read text in general
addresses subjects.
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The lack of subjects can lead to difficulties in interpreting who performs or
experiences the actions of a given sentence. As discussed in Allvin (2010), the
patient is the main subject of EHRs, however, medical personnel can use the
same type of subjectless sentences to describe their own actions, as in “plans
for invasive electrophysiology study” (where plans is used as a verb). This issue
is also discussed in Fan et al. (2013), who studied English EHR’s specifically,
saying that in order to fill in the gaps which occur when a subject is omitted,
proper knowledge of the domain is required in order to interpret the meaning
of these types of sentences.

Olsson (2011) also studied what doctors mean when referring to themselves
using the pronoun vi (Swedish for we). Four different meanings were inter-
preted: the healthcare system as a whole; the patient and the doctor; the patient,
family, and the doctor; and lastly only the doctor. The same type of situation
occurred with other pronouns. This can also lead to difficulties in interpreting
who exactly is being discussed in a given sentence. However, Aantaa (2012)
interviewed sixteen patients and found that omitted subjects did not create
problems for any of them.

Allvin (2010) found that from a sample of ten Swedish language EHRs,
that only 44 of 406 sentences had an explicit subject, be it the patient or the
doctor. Allvin et al. (2011) found that of the data they studied, hardly any of
the sentences contained subjects.

The omission of verbs is another linguistic phenomenon which has been
found in English, Swedish, Finnish and German language EHRs (Aantaa, 2012;
Bretschneider et al., 2013; Friedman et al., 2002).

Friedman et al. (2002) found that information in clinical documents is
generally descriptive of a patient’s condition and thus makes frequent use of
nouns and adjectives and thereby omitting verbs with assumed low information
content. They also observed sentences which only consisted of one noun, for
example “Chills” in which it is assumed that the omitted verb is had.

These finding were confirmed in a study on German radiology reports
(Bretschneider et al., 2013) which found that verbs were frequently omitted
as they only indicate the absence or presence of symptoms. They give the
following comparison of general language: “In the lung, there are no effusions
found”, versus the language found in radiology reports: “Lung: no effusions”.

This same trend is also observed in Swedish and Finnish EHR’s. Aantaa
(2012) studied two Swedish language discharge summaries of average length
and representing typical myocardial infarction. It was found that only 49%
and 26% of the sentences in each respective record had both a finite verb
and a subject. In Finnish nursing narratives from the ICU, it was found that
approximately half of the sentences lacked a verb (Allvin et al., 2011).

2.3.5 Foreign words

The use of foreign words directly contradicts the suggestion in Lundberg and
Reichenberg (2008) to avoid unknown words in order to facilitate compre-
hension. The use of foreign words has however been found to be a prominent
feature of EHRs.

Allvin (2010) found while interviewing 39 Swedish medical personnel, that
the majority believed that Greek and Latin terms make EHRs complicated.
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A prevalence of Greek and Latin words has been noted in English, Swedish,
Finnish, and German EHR’s (Allvin et al., 2011; Bretschneider et al., 2013; Fan
et al., 2013; Holmén et al., 2010; Kvist et al., 2011).

Bretschneider et al. (2013) found a great deal of Greek- and Latin-rooted
words, thus introducing unusual inflection forms. These words were often used
interchangeably with the corresponding German word.

Fan et al. (2013) discusses the use of abbreviated Latin terms in English
EHR’s and Allvin et al. (2011) found both Latin and Greek abbreviated terms
in Finnish EHR’s.

Finally, Kvist et al. (2011) states that Swedish EHR’s make frequent use of
both Greek and Latin terms as well as English. However, it is not uncommon
to find “Swedicized” versions of these terms. They found, for example, four
alternate spellings of the word tachycardia (meaning rapid heart): tachycardi,
takykardi, tachykardi, and takycardi. The first example is the Greek spelling,
the second is the “Swedicized version” and the following two are variations on
combinations of the two.

The Swedish National Board of Health and Welfare (NBHW) are responsi-
ble for updating ICD classifications3 and it was in conjunction with the update
to ICD-9 in 1987 that the NBHW introduced “Swedicized” names for diagnoses.
This was done in hopes of achieving a transition away from using foreign words
in all medical domains (Smedby, 1991). The Swedish Society of Medicine
then started a committee to advise on issues concerning e.g. how to adapt loan
words from all languages to a Swedish spelling and how to choose between
Swedish terms or those in other languages (Holmén et al., 2010). However, an
unexpected result of this was the ad-hoc combination of these rules as seen in
the above example.

2.3.6 Combinations of features

Finally, one should keep in mind that these features can all co-occur in the
EHR. Kvist et al. (2011), for example, found that aside from the use of unusual
inflections and misspellings, that by using various abbreviations, expressions,
and word order, the clinical finding that a patient has a normal blood level
of Troponin T (analysis of heart muscle tissue damage) was expressed in 30
different ways, and none of them were misspelled. Allvin et al. (2011) found
that the word Noradrenalin was expressed in approximately 60 different ways
in Swedish ICU records, and as much as 350 ways in Finnish.

2.4 Computational tools for EHR analysis
The present study makes use of computational methods in order to quantify
the linguistic features of interest. The following sections therefore describe
previous work on the automatic preprocessing of clinical data as well as some
methods used for term and abbreviation detection, and measuring readability.

3“The International Classification of Diseases is the standard diagnostic tool for epidemiology,
health management, and clinical purposes.” http://www.who.int/classifications/icd/en/
retrieved 131216.
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2.4.1 Pre-processing of clinical data

In order to begin text analysis of large amounts of raw-data, pre-processing must
be performed. Pre-processing steps can include sentence splitting and tokeniza-
tion4. Subsequent steps then depend on this pre-processing being as accurate as
possible. These can include spell-checking, word sense disambiguation5 (WSD),
part-of-speech (POS) tagging6, and some sort of parsing7.

Tomanek et al. (2007) experimented with sentence splitting and tokeniza-
tion and whether an in-domain training corpus improved results. They found
that it is not critical for sentence splitting but that tokenization performance
can be significantly improved.

Another natural language processing (NLP) tool which achieves high ac-
curacy on general language tasks is that of POS tagging. Accuracy for state-of-
the-art taggers is around 97%8. However, as with the previous tools discussed,
when applying standard POS taggers to the clinical domain, this accuracy drops.
L. Smith et al. (2004) found that a 4% error rate can translate to one tag error
per sentence. They state that poor tagging results can be due to the high amount
of specialized vocabulary, leading to many unknown words.

Coden et al., 2005 achieved a POS tagging accuracy of 87% when applying a
general, English language tagger to clinical data. They state that a large training
corpus for general English is not sufficient when training a tagger which will be
applied to the medical domain. However, by adding a small domain-specific
corpus to the training data, they could increase the accuracy by approximately
5%-10%.

A more recent study, Ferraro et al. (2013), also tested general English
language POS taggers on clinical data. These taggers’ accuracy rates dropped
by 8.5%-15% when applied to clinical data with the highest accuracy at 88.6%.
The authors then performed a domain adaptation with a “modest amount of
annotated clinical data” which resulted in an increase in accuracy to 93.2%-
93.9%.

However, Hahn and Wermter (2004) achieved surprisingly high accuracy
rates thereby refuting previous claims by Campbell and Johnson (2001) that
general language so called “off-the-shelf” taggers can not be used on medical
text without adaptation. They found that the statistical tagger TnT, when only
trained on NEGRA, a German language newspaper corpus, and subsequently
applied to a clinical corpus, achieved an accuracy of 95.2%. When supplying
the tagger with a small medical backup lexicon the accuracy was raised to
96.7%, which is similar to state-of-the-art taggers on newspaper text. However,
the tagger was then trained on in-domain data, i.e. an annotated medical
corpus which consisted of 90,000 words and included tags for common lexical
properties of the medical domain (enumerations, Latin forms in technical terms,
and reference patterns related to formal document structures). This resulted

4Tokenization is the process of segmenting running text into words and sentences.
5The process of determining what the word sense of an ambiguous term is in a particular

context.
6POS tagging is the process of annotating words with their part of speech
7Parsing implies produce syntactic structure for a given input, and can include morphological,

syntactic, semantic and discourse parsing.
8http://aclweb.org/aclwiki/index.php?title=POS_Tagging_(State_of_the_art)

retrieved 121219
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in an accuracy of 98.0% which is higher than the state-of-the-art for general-
language corpora. The authors claim that this high accuracy is most likely due
to the fact that the sublanguage of clinical data is more simple than that of
newspaper language.

2.4.2 Detecting technical terminology

The process of detecting technical terminology can include both the process
of recognizing a word or words as a technical term, and then capturing its
underlying meaning. Krauthammer and Nenadic (2004) give a review of term
identification and state that automatic term recognition (ATR) systems focus
on identifying noun phrases and then estimating the likelihood that they are
domain specific concepts.

Dictionary based approaches use a dictionary or terminology in order to
match concepts from the data. However, Krauthammer and Nenadic (2004)
state that this simple string matching method is not very successful due to
homonymy9 and spelling variations. By using this method Hirschman et al.
(2002) achieved a precision as low as 2% and 84% recall for full length biomed-
ical journal articles. To handle spelling variations Tsuruoka and Tsujii (2003)
incorporated edit-distance10 operations for approximate string matching against
a dictionary achieving an F-score of 70.2%.

Other problems with this simple method are the fact that terms are also
often ambiguous and that new terms are frequently introduced (Hirschman
et al., 2002). The constant addition of new terms to a terminology makes
upkeep expensive.

Krauthammer and Nenadic (2004) also discusses the use of rule-based
approaches in which rules are developed (usually manually) which “attempt
to recover terms by re-establishing associated term formation patterns”. Rule-
based methods are however cost-intensive because they are time consuming to
produce and can not be effectively transferred to other domains.

2.4.3 Detecting abbreviations

Abbreviations have previously been discussed as being prevalent in EHR’s
and being problematic for consumer comprehension. The automatic expan-
sion of abbreviations and acronyms in EHR’s can ease this. However, before
abbreviations can be expanded, they must first be detected.

A common method for detecting abbreviations is by taking advantage of
the fact that, in a text, an abbreviation is generally presented in conjunction
with its expanded form, e.g. rheumatoid arthritis (RA). However, this is not the
case in clinical data in which abbreviations are used without mention of their
meaning (Xu et al., 2007).

Xu et al. (2007) tested four different methods for detecting abbreviations
in English language clinical data. The tokenization of abbreviations is not
an effortless task and the authors found during an error evaluation of their

9Homonyms are words that share spelling and pronunciation.
10Edit distance, or Levenshtein distance, is a string metric for measuring the difference

between two sequences.
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abbreviation detection that this had a substantial effect on precision and recall.
They give the example of S. Areus which was split into three separate tokens
rather than one. When using a machine learning technique they achieved an
F-score of 84.64%. They also used a rule-based method which achieved an
F-score of 85.49%.

Isenius et al. (2012) used a rule-based method together with abbreviation
lexicons on clinical data in Swedish and achieved an F-score of 79%. An error
analysis was also performed in this study which found that ambiguous words
were problematic, for example the abbreviation for höger (the direction right) is
hö, which in standard Swedish means hay.

In conclusion, previous research has discussed a number of linguistic features
which permeate EHR’s that have either been found to be difficult for consumers
to comprehend, or are characteristic of texts which are difficult to understand.
These include the use of technical terms, abbreviations/acronyms, foreign words,
omission of verbs and subjects, as well as the use of passive verbs. The detection
of technical terms and abbreviations are also problematic for computational
methods for processing EHR’s. The same can be said for lower level pre-
processing tasks, such as tokenization and POS tagging, which in general offer
favorable results on standard language but fall short in the clinical domain.
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3 Data and method

This chapter presents the data and the methods used for data processing and
analysis.

3.1 Data
Four different types of corpora are used. Two corpora provide the basis for the
genre being analyzed: clinical data. SEPR-X consists of radiology reports while
SEPR-DAY consists of doctor’s daily notes made during rounds.

The other two corpora serve as reference corpora. The first, SUC 3.0, is a
general corpus which is used to compare the EHR data to standard Swedish.
The second, LTK, consists of formal, biomedical texts from the Journal of the
Swedish Medical Association.

Each corpus is described in further detail below.

3.1.1 SUC 3.0

The Stockholm Umeå Corpus (SUC) is a balanced corpus1 consisting of Swedish
texts written in the early 1990’s, totaling one million words2. The first version
of SUC was constructed in the 1990’s, updated to version 2.0 in 2006, and to
version 3.0 in 2012.

The SUC 3.0 tag set consists of 23 POS tags plus 3 delimiter tags. If
morphosyntactic information is included the tag set consists of a total of 153
tags (Östling, 2012).

When SUC was updated from version 2.0 to 3.0 in 2012 the data was
divided into default training, development and test sets in order to facilitate re-
producible evaluations (Östling, 2012). The test and development sets together
make up of 4% of the corpus and the remaining data is used for training.

SUC 3.0 is used both in the comparison of the four corpora and as a basis for
the selection of an appropriate POS tagger. This is discussed further in section
3.4.

3.1.2 LTK

A portion of the Swedish biomedical corpus (D. Kokkinakis, 2012) based
on the electronic editions of the Journal of the Swedish Medical Association

1It is balanced in the sense that it covers various text types and is designed to reflect what
one might read in Sweden in the early 1990’s.

2The texts included in SUC are presented in http://spraakbanken.gu.se/parole/Docs/
SUC2.0-manual.pdf retrieved 2013-08-08.
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(hereafter referred to as LTK) is used in order to compare the EHR’s to formal
and structured biomedical texts. The entire corpus consists of journals from
between the years of 1996 and 2010 totaling 24,406,549 tokens and 551,456
types. It is tagged with the TnT tagger3 which was trained on SUC data and
tokenized using generic NLP tools with added domain specific patterns (D.
Kokkinakis and Gerdin, 2010).

Due to the very large size of the entire LTK corpus, as well as the fact that
it is split up into separate years at the download site4, and that each sub-corpus
is sufficiently large on its own to be used for the purpose of the present study
(on average 1,617,513 tokens), only the year 1996 is used in the present study.
This portion consists of 2,345 journal articles, 2,025,714 tokens, and 117,081
types.

More information about the entire LTK corpus can be found in D. Kokki-
nakis (2012).

3.1.3 The Stockholm EPR corpus

The Stockholm Electronic Patient Record Corpus (SEPR) (Dalianis et al., 2012,
2009) was developed at the Department of Computer and System Sciences at
Stockholm University in collaboration with Karolinska University Hospital as a
resource for clinical data research. It consists of over one million de-identified
patient records for more than 600,000 patients within the greater Stockholm
metropolitan area. The data was collected from over 512 healthcare units using
the EHR system Take Care (Velupillai, 2012), and consists of records from
2006–2010 (Dalianis et al., 2012, 2009).

The SEPR corpus consists of both structured information, e.g. gender or
date of birth, as well as unstructured information consisting of free-text sections.

Two portions of the SEPR corpus are used in the current study: the Stock-
holm Electronic Patient Record Corpus - X-ray (SEPR-X) consisting of radi-
ology reports, and the Stockholm Electronic Patient Record Corpus - Dailies
(SEPR-DAY) consisting of doctor’s daily notes. Although these are in fact
sub-corpora of the SEPR corpus, they will be referred to as separate corpora
hereafter.

Both of these corpora consist of raw data stored as CSV files in which each
column represents a different mandatory section of the EHR. The data, when
obtained, had not been linguistically pre-processed in any way.

Ethical approval for the use of the SEPR corpora is granted by the Regional
Ethical Review Board in Stockholm (Etikprövningsnämnden i Stockholm),
permission number 2012/2028-31/5.

SEPR-X

The portion of the SEPR corpus which consists of radiology reports comes from
152,170 unique patients between the years 2009 to 2010 and totals 434,427
reports comprised of both a referral and the subsequent results of the radiology
department’s examination (Kvist and Velupillai, 2013).

3http://www.coli.uni-saarland.de/~thorsten/tnt/ retrieved 130722.
4https://svn.spraakdata.gu.se/sb-arkiv/pub/korpusar/ retrieved 130315.
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The entire data-set is large and thus a smaller portion is used in the present
study consisting of only the radiology results which originate from the radiology
department. This data totals 10,482,271 tokens and 118,980 types.

SEPR-DAY

The unprocessed SEPR-DAY corpus consists of doctor’s daily notes. As with the
SEPR-X data, both structured and free-text information is available. However,
for the present study, the free-text section called “anteckning”, or a note or
memo, is used. This portion consists of 4,994,376 tokens and 130,107 types.

3.2 Method overview
A step by step overview of how each corpus was processed is shown in Figure
3.1. Once the data had been collected, the SEPR corpora were pre-processed to
remove any unnecessary remaining formatting (for example excessive newlines)
and tokenized (section 3.3). POS tagging was used in order to annotate the
texts with the appropriate POS tags and to choose the best performing tagging
model, tagger optimization was also undertaken. Finally this optimized tagging
model was used to tag the SEPR corpora. This is further discussed in section
3.4. After this, the POS tagger was slightly adapted and the final tagging model
applied to all the corpora. The process of tagger adaptation is presented in
section 3.5.

Figure 3.1: Step by step method describing the data processing

3.3 Preprocessing
As can be seen in Figure 3.1, the first step was data collection. After this, only
the two SEPR corpora were preprocessed. SUC and LTK were both sentence
segmented and tokenized when obtained, SUC having been during construction,
and LTK having been segmented and tokenized with tools adapted to the genre
of biomedical text (D. Kokkinakis, 2012). The SEPR corpora on the other hand
were segmented and tokenized using the POS tagger Stagger’s built in tools.
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Table 3.1: Tokenization error types in the two clinical corpora

Split compound Split sentence Not tokenized

SEPR-X 20 270 75
SEPR-DAY 90 53 4

An error analysis of the tokenization and sentence segmentation was per-
formed, and Table 3.1 shows the types of errors and their prevalence. The
analysis covers a total of 9,178 words in SEPR-DAY and 9,283 words in SEPR-
X.

Errors resulting in the split of hyphenated compound words were quite
common in SEPR-DAY. This type of error resulted in two words being POS
tagged, rather than one, which often resulted in a subsequent tagging error. An
example of this is Whipple-op, where op is an abbreviation for operation. This
was wrongly tokenized as three tokens, i.e.:

1. Whipple
2. -
3. op

.
Another common type of tokenization error was the split of a sentence into

one or more sentences. These errors were found in SEPR-DAY and were in all
53 cases due to the use of a major sentence delimiter (i.e. period or question
mark) being used within a sentence, for example at the end of an abbreviation
or as a decimal. These errors were much more prevalent in SEPR-X due to the
common use of periods in the timestamp of a specific type of sentence hereafter
referred to as a “signing sentence” (see section 4.7).

The final type of tokenization error occurred when something should have
been split but was not. Almost all of these errors in SEPR-X were found in the
signing sentence as ):, i.e. the end parenthetical marker followed by a colon.

3.4 POS tagging
In order to annotate the data with POS tags and morphological information, a
tagger must be chosen and possibly adapted to the clinical texts.

Figure 3.2 shows five steps that were part of the initial POS tagging phase.
There are several POS taggers that have been developed for Swedish and trained
on SUC. Two taggers in particular were chosen due to the fact that they perform
very well on standard Swedish, Stagger (section 3.4.1) and HunPos (section
3.4.2). Stagger achieves an accuracy of 96.6% (Östling, 2012) on SUC 3.0 and
HunPos achieves an accuracy of 95.9% (Megyesi, 2009) on SUC 2.0. Since
these accuracies are not comparable with one another, a comparison is made in
the present study.

Due to the fact that the statistics concerning parts of speech depended on
tagging results that were as accurate as possible, these two taggers were trained
with and without morphosyntactic information in order to compare which
model achieved the highest accuracy. The reasoning behind this was that, first,
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Figure 3.2: Step by step description of POS tagging and tagger adaptation

the main priority with POS tagging was to obtain highly accurate POS tags and
that by training a model without morphosyntactic information accuracy might
be slightly increased.

The corpus used for determining the ideal tagger was SUC 3.0, which
is hereafter referred to as SUC. The tag set used consisted of 23 POS tags
plus three delimiter tags, and an extended tag set of 153 POS tags including
morphosyntactic features. The corpus was divided into training, development,
and test sets by Östling (2012), and the size of each is shown in Table 3.2.

Table 3.2: Size of SUC 3.0 train, development, and test sets

Train Dev Test

Tokens 1,119,005 23,797 23,319
Sentences 71,047 1,547 1,569

The following two sections discuss in further detail the training and op-
timization of the Stagger and HunPos taggers on SUC 3.0 (steps 1 and 2 in
Figure 3.1). The results were used to determine which tagger would be used
for tagging medical and clinical text in the remainder of the study.
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3.4.1 Stagger

The Stockholm Tagger, or Stagger, is an open-source, state-of-the-art POS tagger
for Swedish based on the Averaged Perceptron algorithm (Östling, 2012).

Two training models were built, one using a training file which only con-
tained words and their respective POS tags, the other with extended tags, i.e.
POS and morphosyntax tags.

Table 3.3 presents the accuracy achieved by Stagger when tagging the SUC
test files for complete POS tags versus with POS tag only. Stagger uses a built-in
optimizer if provided with a development file and the best result of 0.976 on
the SUC test file was obtained after 6 POS iterations and 15 named entity
iterations when using only POS tags.

Table 3.3: Stagger tagging results on SUC test and development files with and without
morphological tags

Complete tags POS tag only

Test file 0.966 0.976
Dev file 0.957 0.970

3.4.2 HunPoS

The other POS tagger used was HunPoS (Halácsy et al., 2007), an open-source
reimplementation of the Hidden Markov Model (HMM) based POS tagger
known as TnT (Trigrams’n’Tags) (Brants, 2000).

HunPoS provides the following parameters for tagging, the first two of
which control HMM order, and the last two of which concern unseen words5:

• -t N the order of the tag transition probability, default being 2 i.e.
P(t3|t1, t2).

• -e N the order of the emission probability, default being 2 i.e. P(w2|t1, t2).

• -f N distribution of rare words, default being 10.

• -s N length of longest suffix to be considered, default being 10.

When using HunPoS to tag with extended tags, i.e. POS and morphosyntax,
the optimized parameters found in Megyesi (2009), -t 2 and -e 2, were used.
Megyesi (2009) also found that when the data set consisted of over one million
words the optimal rare words and suffix parameters were -s 10 and -f 9 respec-
tively. This parameter combination gave an accuracy of 0.963 in the present
study.

However, Megyesi (2009) had not investigated which parameter options
were ideal for tagging without the extended morphosyntactic tag set and there-
fore the suffix and rare words parameter combination were experimented with
for optimization. The default parameters for controlling HMM order however
remained the same as the size of the data set remained the same.

5http://code.google.com/p/hunpos/wiki/UserManualI retrieved 130310.
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Table 3.4: Tagging results for HunPoS trained without morphology tags using different
parameter combinations on SUC development file

Parameters Accuracy
s10, f10 0.9619
s5, f10 0.9617
s10, f9 0.9619
s10, f5 0.9622

The results for the different parameters obtained on the SUC development
set are presented in Table 3.4. As can be seen the highest accuracy was found
for the parameter combination of -t 2, -e 2, -s10 and -f5. This combination
resulted in an accuracy of 0.964 when tagging the SUC 3.0 test file.

3.4.3 Stagger versus HunPoS

The accuracies obtained when tagging the SUC test file using Stagger and
HunPos, with and without morphosyntactic details is shown in Table 3.5. It can
be seen that Stagger performs slightly better than HunPos overall.

Table 3.5: Overall tagging results for Stagger versus HunPos on SUC test set with and
without morphosyntactic information

Complete tags POS tag only
Stagger 0.966 0.976
Hunpos 0.963 0.964

The F-score6 was calculated for Stagger and HunPoS results for each part
of speech in order to further determine which tagger performed best on POS
categories which may prove problematic in the tagging of the clinical texts. The
F-scores presented in Table 3.6 were achieved when tagging the SUC test file
using the previously presented optimized Stagger and HunPoS models.

As can be seen in Table 3.6, Stagger achieves a slightly higher F-score than
HunPoS when looking at the different parts of speech. The Stagger F-score
for pronouns (PN), conjunctions (KN), subjunctions (SN), cardinal numbers
(RG), and ordinal numbers (RO) is greater by approximately 0.03. Some POS
categories stand out especially: adverbs (AB) at 0.90, interrogative/relative
adverbs (HA) at 0.86, participles (PC) at 0.84, and particles (PL) at 0.77.

Interestingly the lowest F-score for both taggers is that of foreign words
(UO). For this category, while precision is at a low 0.67 and 0.75 for Stagger
and HunPos respectively, the recall is an abysmal 0.08 versus 0.06.

Table 3.7 shows how HunPos and Stagger incorrectly tagged foreign words
(UO) (false negatives) on the SUC test file. The amount of false negatives is
very high, meaning that both taggers had a hard time identifying words as UO.
In total 87.5% versus 93.8% of foreign words were incorrectly tagged by Stagger
and HunPos respectively. Stagger instead tagged 75.5% of these as nouns or

6F-score is a measure of accuracy which is a weighted average of precision and recall.
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Table 3.6: Tagging results of SUC test file: F-score for each POS tag using optimized Stagger
and HunPoS models trained without morphological tags

POS tag % of test file Stagger HunPoS

NN 19.54 0.98 0.99
VB 15.46 0.99 0.99
PP 10.09 0.98 0.99
AB 7.59 0.95 0.90
PN 7.38 0.99 0.96
JJ 6.27 0.95 0.94
MAD 5.98 1.0 1.0
MID 4.82 1.0 0.99
KN 4.79 0.98 0.96
DT 4.53 0.98 0.99
PM 2.91 0.93 0.92
SN 1.48 0.97 0.94
PC 1.44 0.89 0.84
HP 1.30 0.96 0.96
PL 1.26 0.86 0.77
RG 1.12 0.96 0.93
PS 1.05 1.0 0.99
IE 1.00 0.99 0.99
HA 0.83 0.92 0.86
PAD 0.61 1.0 1.0
UO 0.21 0.14 0.06
IN 0.18 0.92 0.98
RO 0.09 0.88 0.86
HD 0.03 1.0 1.0
HS 0.03 1.0 1.0

proper nouns while HunPos tagged 75% in the same manner. This indicates
that UO words tend to behave as nouns.

Table 3.7: Percentage of UO words tagged with other POS tags by Stagger and HunPos
(false negatives).

Stagger HunPos
Tag % Tag %

NN 20.8 NN 31.3
JJ 6.3 JJ 2.1
VB 6.3 VB 8.3
PM 54.7 PM 47.9

AB 2.1

Due to the fact that Stagger performed slightly better than HunPos in most
categories, and noticeably better in a few, it was therefore used to tag the
remaining corpora.
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3.4.4 Modification of verb tags in the training corpus

As discussed in section 2.3.3, passive verbs are said to be more prevalent in
EHRs than in standard Swedish and can present challenges to readers. In order
to determine the ratio of passive versus active verbs, the verb tag (VB) was
changed in SUC to VA or VP to indicate active or passive voice respectively.
This change however was made after the comparison of Stagger and HunPos.

The change was made based on the word’s morphosyntactic features. A VB
tag with the feature AKT (short for for active), indicating an active voice, was
changed to VA. A VB tag with the feature SFO (short for s-form), indicating
passive or deponential form, was changed to VP. As mentioned previously, the
morphosyntactic features where discarded after this change as they were not to
be used for any other aspect of the study.

Once this change was made, a small number of VB tags remained which
did not have the AKT or SFO morphosyntactic feature. These consisted of
compound verbs or abbreviated verbs. For a complete description as well as
examples on all tags used please refer to A.1.

3.5 Tagger adaptation
When applying Stagger to the out of domain corpora, SEPR-X and SEPR-
DAY, an error analysis needed to be performed to determine how the tagger
performed in general as well as on specific POS categories. This began the
process of tagger adaptation which is represented by steps 6-10 in Figure 3.2.

First, a preliminary error analysis indicated what needed to be done to the
existing tagging model to better adapt it to the out of domain data. After this
analysis, the training corpus (the SUC training set) was adjusted and Stagger
retrained on it. This new model was used to retag the clinical corpora, as well
as LTK, after which a final error analysis of the tagging of the clinical data was
performed.

3.5.1 Preliminary error analysis of tagging results

The preliminary analysis was performed on 4,585 words (415 sentences) from
the SEPR-DAY data and 4,610 words (397 sentences) from SEPR-X. The
accuracy is shown in the column analysis 1 in Table 3.8 and the F-scores are
shown in Table 3.9.

A number of questions arose during this analysis concerning, for example,
the distinction between some POS categories and the handling of multi-word
expressions.

POS category distinctions Determining which POS category was the correct
one proved to be quite difficult since often more than one was applicable. Some
examples of this were:

• Should drugs be tagged as nouns or proper nouns, and how generic must a
drug be to be considered a noun rather than a proper noun? For example,
the antibiotic Kolistin (spelled as Colistine in English), was tagged as either
a proper noun or as a general noun depending on capitalization.
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• The EHR system’s name Take Care is both a proper noun and a foreign
word, which is thus most appropriate?

Multi-word expressions Determining whether the components of a multi-
word term should be tagged the same or not was also difficult. For example:

• If a proper noun such as Huddinge Sjukhus (Huddinge Hospital), which
is tokenized as two words, was tagged as Huddinge (proper noun) and
Sjukhus (noun) was this incorrect even though hospital is in fact a noun?

• Should pulmonell hypertension (pulmonary hypertension) be tagged as
pulmonell (adjective) hypertension (noun) since pulmonell described the
type of hypertension, or should the term be considered a lexicalized
medical expression and thus both words be tagged as nouns?

These tagging trends in conjunction with the F-scores presented in Table
3.9 provided a basis for the subsequent adaptation of the POS tagger to clinical
data (steps 7-8 in Figure 3.2) through the modification of some noun categories.

3.5.2 Modification of noun categories

The SUC tag foreign word (UO) and proper noun (PM) were found to be
problematic when the preliminary error analysis of the tagging of the EHR’s
was performed.

The F-Score (as seen in Table 3.9) in this analysis for the UO category was
found to be between 0.47 for SEPR-X and 0.40 for SEPR-DAY, based on a
sample of 9,195 words altogether, of which 34 were tagged as foreign words.

Aside from these abysmal F-scores, the category foreign word is not actually
a part of speech and the large majority of words which this category applies
to are nouns. Therefore, all words in SUC 3.0 which were previously tagged
with UO were changed to NN (the SUC tag for nouns) aside from a small
stop list. This stop list consisted of seven words taken from a list of the 100
most common words in the SEPR-X corpus data tagged with UO which were
actually adjectives. This list was obtained from a different study on the same
SEPR-X data (Kvist and Velupillai, 2013). The POS category PM was also
changed to NN, and the tagger subsequently re-trained on this modified corpus.
Steps 7 and 8 in Figure 3.2 represent this process.

Once this was done, the clinical data was re-tagged (step 9), after which the
final error analysis was performed (step 10).

Table 3.8: Error analysis 1 versus 2 in terms of accuracy

Analysis 1 Analysis 2

SEPR-X 0.830 0.868
SEPR-DAY 0.853 0.873
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Table 3.9: Final error analysis of the POS tagging of a portion (4,593 and 4,673 words of
SEPR-X and SEPR-DAY respectively) of each clinical corpus showing number of each POS
and the achieved F-score

SEPR-X SEPR-DAY
Analysis 1 Analysis 2 Analysis 1 Analysis 2

POS Total F-score Total F-score Total F-score Total F-score

NN 952 0.91 1425 0.97 1,148 0.91 1414 0.95
VB 0 NA 1 1.0 0 NA 0 NA
VA 134 0.96 151 0.96 467 0.95 418 0.94
VP 57 1.0 52 0.97 85 0.94 79 0.94
PP 308 0.99 293 0.98 491 0.98 505 0.98
AB 148 0.90 150 0.89 349 0.93 310 0.94
PN 34 0.97 30 0.94 100 1.0 72 1.0
JJ 360 0.83 335 0.89 284 0.82 270 0.84
MAD 442 1.0 429 1.0 432 1.0 433 1.0
MID 469 0.99 481 1.0 259 0.99 340 0.99
KN 98 0.99 97 0.98 176 0.99 149 0.99
DT 124 0.99 129 0.98 86 0.98 91 0.99
PM 349 0.93 0 NA 179 0.79 0 NA
SN 6 1.0 5 1.0 37 0.94 37 1.0
PC 69 0.86 77 0.94 124 0.96 83 0.93
HP 11 0.96 16 0.96 41 0.99 27 0.93
PL 5 0.89 8 0.89 30 1.0 35 0.94
RG 759 0.99 756 1.0 166 0.97 231 0.98
PS 5 0.91 3 0.91 9 0.95 3 0.85
IE 5 0.50 4 0.50 30 0.98 18 1.0
HA 8 1.0 2 1.0 16 0.97 11 0.96
PAD 86 0.74 50 1.0 28 1.0 36 0.556
UO 26 0.47 0 NA 8 0.40 0 NA
IN 1 1.0 0 NA 3 0.75 2 0.57
RO 1 1.0 2 1.0 7 0.83 3 0.86
HD 0 NA 0 NA 0 NA 0 NA
HS 0 NA 0 NA 0 NA 0 NA

Table 3.10: Precision (P) and recall (R) of some open POS categories in error analysis 1
versus 2

SEPR-X SEPR-DAY
POS P1 P2 R1 R2 P1 P2 R1 R2

NN 0.947 0.968 0.875 0.969 0.934 0.946 0.882 0.950
JJ 0.922 0.934 0.750 0.848 0.860 0.863 0.782 0.819
PC 0.800 0.924 0.928 0.948 0.952 0.870 0.960 0.964
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3.5.3 Final error analysis

Table 3.8 compares the overall accuracy of the POS tagging of the portions of
the clinical corpora which were corrected in the first and second error analysis.
While the sample size that was corrected was small (9,178 and 9,282 words
in total from SEPR-X and SEPR-DAY respectively) the accuracy has increased
after the modification of the noun categories which took place between the
two error analyses.

Table 3.9 shows the F-score for each tag from analysis 1 versus 2. As can
be seen, the F-score for nouns are higher in the second error analysis for both
of the clinical corpora. To get a better idea of why this happens, the precision
and recall for each analysis is presented in Table 3.10. This Table presents three
open class7 POS categories in which there was a noticeable difference in F-score
in the two analyses.

In Table 3.10 one can see that while noun precision has slightly improved,
the increase in recall is noticeable, increasing by almost 0.1 and 0.7 in SEPR-X
and SEPR-DAY respectively. This can be expected due to the modifications
made to the tag set prior to the second error analysis in which the foreign
word (UO) and proper noun (PM) categories were instead regarded as nouns.
(As can be see in Table 3.9, the UO and PM categories are not applicable in
the second analysis.) This affected the recall in that the POS tagger no longer
needed to choose between three types of noun categories when tagging nouns
thus assigning a correct NN tag to a greater number of nouns. Interestingly, the
F-scores for adjectives (JJ) and participles (PC) have also increased (aside from
participles in SEPR-DAY).

The results show that in general, the closed word classes were not prob-
lematic for the tagger. This is no surprise though as the majority of them were
most likely in the training corpus. The open word classes on the other hand
were more problematic. It was observed during the error analysis that the tagger
often classified adjectives as adverbs, and that sometimes this was due to the
classification of a noun as a verb, and the word describing it as an adverb rather
than an adjective. For example Resp apneer efter ketoganinf (respiratory apneas
after Ketogan infusion) was tagged as AB VA PP NN rather than JJ NN PP NN.

3.5.4 Tagging LTK with Stagger

The architects of the LTK corpus had originally used the TnT tagger8 trained on
SUC data9 for tagging. Due to the fact that no information on the accuracy of
this tagging was available and that the other three corpora used in the present
study were tagged with Stagger, the decision was made to re-tag LTK with
the Stagger model constructed for the purpose of this study. This makes the
comparison of linguistic characteristics pertaining to parts of speech between
the four corpora more methodologically sound. This process is shown in step
10 in Figure 3.2.

7Open word classes are those which accept the addition of new words, for example through
compounding or coining, versus closed classes which generally do not accept new words.

8http://www.coli.uni-saarland.de/~thorsten/tnt/ retrieved 130812.
9This information was obtained through correspondence with Dimitrios Kokkinakis, the

primary architect of the LKT corpus.
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Once the LTK data was tagged with the Stagger model, it was found that
approximately 3% of the corpus’ tags had been changed. The majority of these,
0.65%, consisted of the character� which had been tagged in the TnT version
as PAD, i.e. a pair-wise delimiter10. However, upon closer inspection of the data
it was seen that this character had been incorrectly tagged by Stagger as, for
example, nouns, cardinal numbers or determiners.

Since the purpose of this study was not to investigate whether Stagger or
TnT produced more favorable results, but to study the linguistic characteristics
of different types of corpora of which some depended on part-of-speech-tagging
which was as accurate as possible, the decision was made to change this �
character’s tag back to PAD. This resulted in a 2.35% difference in tagging
results between the TnT version and the subsequent Stagger version.

3.6 Identifying technical terms and abbreviations
POS tagging however does not help in identifying technical terms or abbrevia-
tions.

As discussed in sections 2.4.2 and 2.4.3 methods for identifying technical
terms and abbreviations in clinical data are not satisfactory. To still be able
to get an idea of the prevalence of technical terms in the clinical corpora
compared to the reference corpora, a small portion of each corpus was manually
annotated. However, only 4,593 and 4,673 words from SEPR-X and SEPR-
DAY respectively were annotated. Many words were both technical terms
and abbreviations. If this was the case they were marked as an abbreviation.
Standard abbreviations, such as cm and l were not marked as abbreviations due
to the fact that they are easily interpreted as centimeter and liter.

3.7 POS sequence analysis
As discussed in section 2.3.4, the use of subjects tends to be disregarded in
EHR’s. Due to the fact that the corpora have not been syntactically parsed, de-
termining the prevalence of missing subjects has been approached in a different
fashion, which is depicted in Figure 3.3.

In the first step in the figure, the 100 most common sentential part of
speech sequences were extracted from each corpus, after which they were then
analyzed manualltime The POS sequences were abstract in the sense that they
did not contain information on the words associated with them. One exception
to this was made due to the fact that Swedish does not differentiate between
the POS sequence structures of interrogative sentences with intransitive verbs
and subjectless sentences with transitive verbs. For example, the interrogative
sentence Sprang (VA) han (NN) ? (MAD) (Did he run?) versus the subjectless
statement Dricker (VA) vatten (NN) . (MAD). (Drinks water.) have the same POS
sequence. In order to differentiate between these two different types of POS
sequences which have the same representation, the punctuation associated
with the final delimiter was included in the sequence. For this example the

10http://spraakbanken.gu.se/parole/tags.phtml
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32



interrogative POS sequence is VA, NN, MAD? versus the second sequence VA,
NN, MAD. .

For each sequence, ten examples from each respective corpus were extracted
in order to simplify the comprehension of these abstract POS sequences. These
are shown in Figure 3.3 as red ovals. During the inspection of the examples it
was found that the binary classes of with a subject and without a subject were
insufficient. The first three decisions in the flow chart (the rhombuses) show
how the POS sequences were instead classified.

First, if the majority of the examples for a given POS sequence were found
to be wrongly tokenized or tagged, the sequence was classified as wrong. Second,
a great deal of sequences were found to only consist of typesetting formalities
(TSF) such as information on author and publication date, etc. Another more
specific type of TSF was found which represented a type of timestamp, this was
previously presented as a signing sentence. These sequences were then classified
as TSF or Sign. However, if the sequence was not found to adhere to any of
these categories, they were assigned to the category with subject or without
subject.

Once the sequences were divided into these categories, a constituent analysis
of subjectless sequences from the clinical data was carried out. Those sequences
which had the same hierarchical structure were combined into categories. Those
which did not contain verbs were noun phrases (NP), adjective phrases (AP),
and adverb phrases (AdvP) and those which did contain verbs consisted of verb
phrases (VP), and participles. By doing this a rough picture of the most common
POS sequences in the data could be obtained.

3.8 Readability metrics
Traditional Swedish readability metrics were calculated in order to determine
whether they could accurately measure the difficulty of clinical data without
adaptation to the domain. These metrics measure syntactic complexity (LIX),
lexical variation (OVIX), as well as style (NR)(C. Smith et al., 2012, p.3) and
are presented in the following three sections.

3.8.1 LIX

LIX, which stands for läsbarhets index (readability index in English), is the
Swedish standard for measuring how difficult a text is (Melin, 2004) and is
presented in equation 1 where n(x) denotes the number of x. The difficulty
levels and examples of text genres for the range of LIX values is shown in Table
3.11 (Mühlenbock and S. J. Kokkinakis, 2009).

LIX =
n(words)

n(sentences)
+

n(words > 6 chars)
n(words)

× 100 (1)

3.8.2 OVIX

OVIX, which stands for ordvariationsindex (word variation index in English),
measures lexical variation and is the ratio of the number of types, i.e. unique

33



Table 3.11: LIX values and their interpretation

LIX value Difficulty level and Genre

< 30 Very easy, children’s books
30 – 40 Easy, normal text/fiction
40 – 50 Medium-difficult, Informative text/newspapers
50 – 60 Difficult, Specialist literature

> 60 Very difficult, Research

words, and the total amount of words, i.e. a type-token ratio (Mühlenbock and
S. J. Kokkinakis, 2009). Equation 2 is used to calculate OVIX values where
n(x) denotes the number of x.

OVIX =
logn(words)

log(2 −
logn(types)
logn(words)

)
(2)

For reference, Mühlenbock and S. J. Kokkinakis (2009) present OVIX scores
ranging from 60 to 69 for various texts from LäsBarT, an easy-to-read corpus.

3.8.3 Nominal ratio

Nominal ratio (NR) (in Swedish known as nominalkvot) is the quotient of the
total amount of nouns, prepositions, and participles by the total amount of
verbs, adverbs, and pronouns (equation 3 where n(x) denotes the number of x)
and measures the information load of a text (Mühlenbock and S. J. Kokkinakis,
2009). For a “normal” text the quotient is 1. The more information rich a text
is, the higher the NR, and the more sparse, the lower the NR. Thus narrative
texts have a low NR, while professional texts have a high NR (C. Smith et al.,
2012).

NR =
n(nouns) + n(prepositions) + n(participles)

n(pronouns) + n(adverbs) + n(verbs)
(3)

The literature does not mention whether proper nouns are considered nouns.
In the present study however, due to the fact that proper nouns were added to
the noun category, this slightly increases the size of the denominator for the
NR quotient. Thus, while the NR for each corpus investigated in the present
study is comparable, they may not be comparable to other nominal ratios.
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4 Results

This chapter presents the results of the characterization of the four corpora:
SUC, which represents standard Swedish, LTK, a biomedical journal, and
SEPR-X and SEPR-DAY, two clinical corpora consisting of radiology results
and doctor’s daily notes respectively.

4.1 General corpus statistics
Table 4.1 presents some general corpus statistics for each of the four corpora
concerning their size and make-up. SUC consists of just over one million tokens
and LTK is approximately double that size. SEPR-DAY consists of almost five
million tokens, and SEPR-X is double this at ten million. Despite SEPR-X’s
large size compared to the other corpora, it has the lowest type-token ratio at
only 1.14%. SEPR-DAY is only slightly higher at 2.61%, followed by LTK with
5.78% and SUC with the highest at 8.33%. The ratio of words to punctuation
is higher in SEPR-X than the other corpora and makes up almost 21% of the
corpus, followed by SEPR-DAY with approximately 17%. This is compared to
approximately 11% in both LTK and SUC. The table also shows that SUC has
the highest amount of hapax, dis, and tris legomena1 followed by LTK, then
SEPR-DAY, and finally SEPR-X.

4.2 Differences in token and sentence length
Table 4.1 also presents the average token versus sentence length of the four
corpora. LTK has the highest average, followed by SUC, SEPR-X, and finally
SEPR-DAY. However, these averages are very close to one another for each
corpus. Figure 4.1 more explicitly shows the differences in token length. The
x-axis shows the number of characters per token, while the y-axis shows the
relative frequency (per 10,000 words) of the words.

It is obvious that shorter words are more frequent in SEPR-X. In fact, tokens
of less than 3 characters are almost two times more common than in both LTK
and SUC and about one and a half times as common as in SEPR-DAY. The most
likely reason for this is the very high amount of cardinal numbers in SEPR-X
compared to the other corpora. Table 4.4 shows that cardinal numbers are
almost sixteen times more prevalent in SEPR-X than in SUC. This is further
discussed in section 4.7. The SEPR corpora also make more frequent use of
punctuation, as seen in Table 4.1.

1Hapax legomena are words that only occur one time in the entire corpus, dis legomena
occur twice, and tris legomena occur three times.
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Table 4.1: General statistics of the four corpora. Hapax, dis, and tris legomena are words
that only appear one, two, and three times respectively in a corpus. ELW (extremely long
words) are words consisting of more than 13 characters.

SUC 3.0 LTK SEPR-X SEPR-DAY

No. of tokens 1,166,121 2,025,714 10,482,271 4,994,376
No. of types 97,124 117,081 118,980 130,107
No. of words 1,032,091 1,794,043 8,331,849 4,157,181

(88.51%) (88.56%) (79.485%) (83.24%)
No. of punctuation 134,030 231,671 2,150,422 837,195

(11.49%) (11.44%) (20.51%) (16.76%)
No. of sentences 74,163 118,542 1,233,218 490,044

Type/token ratio 8.33% 5.78% 1.14% 2.61%
Avg token length 4.79 5.32 4.47 4.38
Avg sentence length 15.72 17.09 8.50 10.19
Avg noun length 8.14 8.86 7.13 6.47
Percent ELW 2.94% 5.14% 3.55% 2.56%

Hapax legomena 4.72% 3.08% 0.58% 1.44%
Dis legomena 1.23% 0.85% 0.17% 0,33%
Tris legomena 0.57% 0.41% 0.08% 0.16%
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Figure 4.1: Relative frequency (per 10,000 words) distribution over characters per words
for each corpus
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Figure 4.2: Relative frequency (per 10,000 sentences) distribution over words per sentence
for each corpus

This table also shows that the average noun length follows the same trend
for the four corpora as average token length does. Again in this case LTK has
the highest average, followed by SUC, SEPR-X, and finally SEPR-DAY.

Interestingly the percentage of what has been referred to in previous studies
as extremely long words (ELW, words consisting of more than 13 characters) is
higher in SEPR-X than in SUC at 3.55% versus 2.94%. This can be observed in
Figure 4.1 which shows that words between the length of twelve and fifteen
characters are in fact more frequent in SEPR-X than in SUC and SEPR-DAY.
LTK has the highest percentage of ELW, 5.14%, and SEPR-DAY the lowest
at 2.56%. The fact that SEPR-X contains a higher percentage of ELW than
SEPR-DAY is not so surprising since SEPR-X consists of radiology results. It
is more likely that these types of texts would contain a greater number of
technical terms than a physician’s daily rounds which reports the state of a
patient.

The average tokens per sentence in Table 4.1 shows greater variance between
the four corpora. Using SUC as a reference point with an average of 15.72
tokens per sentence, it is not surprising that LTK which consists of more formal
and technical contents has a slightly higher average sentence length of 17.09.
Both SEPR-DAY and SEPR-X have lower average sentence lengths than SUC
at 10.19 and 8.50 respectively. Figure 4.2 shows the frequency distribution of
words per sentence for each of the corpora. Here one can observe that SUC and
LTK follow the same type of pattern, while the two SEPR corpora are to a great
extent concentrated at the lower end of the spectrum. It is nearly 3 and 4 times
more common for sentences to be less than five tokens long in SEPR-DAY and
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Table 4.2: Vocabulary comparison of types in LTK, SEPR-X, and SEPR-DAY against that of
SUC 3.0 with and without part-of-speech distinctions for each word type.

Size of vocabulary % in SUC
Corpus without POS with POS without POS with POS

SUC 97,124 100,330 NA NA
LTK 117,082 123,157 29.21 29.91
SEPR-X 118,981 135,340 12.91 12.18
SEPR-DAY 130,108 150,795 16.59 15.31

SEPR-X respectively as compared to SUC and LTK.
As with short words, it is again not a surprise that short sentences are more

common in the clinical data due to the fact that they are said to often omit
subjects, verbs, and words which can be considered low in information content.
As can be seen in Table 4.4 the use of closed word classes, such as pronouns
(PN), determiners (DT), and conjunctions (KN), in the SEPR corpora is much
lower than in SUC and LTK.

4.3 Vocabulary
Since SUC represents standard Swedish, a comparison of the amount of word
types in LTK, SEPR-X, and SEPR-DAY respectively which are also found in
SUC can give an idea of how much non-standard vocabulary is found in each
type of text. These results are shown in Table 4.2. The table also makes a
distinction as to whether a word which can belong to different POS categories
are considered different word types or not. In either of these cases, the results
show that LTK is the most similar to SUC: 30% of the vocabulary of LTK is
found in it. Both SEPR-X and SEPR-DAY share a minimal amount of vocabulary
with SUC, around 13% and 16% respectively.

Not only was a large majority of the SEPR corpora not found in SUC, the
results also indicate that their lexical variance is lower than that of SUC.

First, as seen in Table 4.1, the type-token ratio of standard Swedish, as
exemplified by SUC, is the highest at 8.33%. This can be expected as SUC
includes many different text types, e.g. news or novels. The type-token ratio
than sinks to 5.78% for a more concentrated type of media, the biomedical
journal LTK. The clinical texts however exhibit a very low type-token ratio of
2.61% and 1.14% for SEPR-X and SEPR-DAY respectively. Considering that
clinical data generally includes a great deal of misspellings and abbreviations,
this type-token ratio would likely be even lower if these discrepancies were
handled in some way.

The same example of low versus high lexical variance can be seen in the
amount of hapax legomena, i.e. the number of words which occur only one
time in a corpus. As can be seen again in Table 4.1, in the case of SUC the
number of hapax legomena is higher than in any of the other corpora. LTK is
then in second place, and finally SEPR-DAY followed by SEPR-X.

This same pattern is seen in the results of the readability metric OVIX
which is presented in section 4.8.
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Table 4.3: Amount of abbreviations and technical terms in a sample of the four corpora

No. words % abbreviations % technical terms

SUC 3.0 5,565 0.36% 1.01%
LTK 5,074 0.87% 3.04%
SEPR-X 4,673 2.30% 8.11%
SEPR-DAY 4,593 7.70% 7.77%

4.4 Technical terms and abbreviations
A small portion of each corpus was manually annotated during the error analysis
with information as to whether a word was an abbreviation or a technical term.
The results of this analysis are shown in Table 4.3.

As expected, SUC contains the least amount of technical terms: 1.01%
of the sample. LTK, a bio-medical journal, was expected to contain a greater
number of technical terms. It was found that 3.04% of the sample consisted
of them. Almost one in every ten words in the two clinical corpora consisted
of technical terms. Between 8.11% to 7.77% from the samples of SEPR-X and
SEPR-DAY respectively were identified.

During the annotation of technical terms, words were also annotated if they
were abbreviated. As seen in Table 4.3, both the samples of SUC and LTK
contained a very low number of abbreviations. In SUC they were practically
nonexistent at 0.35% and LTK only had half a percent more. Surprisingly, SEPR-
DAY did not contain a very high amount of abbreviations as could have been
expected. Instead, the sample observed was made up of 2.30% while SEPR-X
made frequent use of them with a total of 7.70%.

4.5 Part of speech frequencies
Table 4.4 shows the percentages of each part of speech in the four corpora.
They are listed in the descending frequencies of SUC in order to compare tag
ranks between standard Swedish text, and the biomedical/clinical texts. For a
description of the tag set codes and their interpretation please refer to Table
A.1.

The percentage of sentences in each corpora which did not contain any verb
types is shown in Table 4.5.

Starting from the top of Table 4.4, nouns rank as number one in terms
of frequency among all four corpora. However, already at the second most
common POS, active verbs, there is a large discrepancy between the amount
in SEPR-X and the other corpora in that SEPR-X contains a much smaller
amount of verbs. Between 13% to 10% of the other corpora are composed of
active verbs ranking them between second or third place. However in SEPR-X
this percentage is as low as 4% and ranked at eighth place.

When viewing the combination of all verb types at the bottom of the table,
approximately the same proportion holds, SEPR-X is only made up of 5.46%
of verbs, compared to 15% in SUC. However, this implies that verbs are nearly
as common in SEPR-DAY as in LTK. Table 4.5 shows that while this is so, the
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Table 4.4: Percentage of each POS tag in the four corpora and their rank, in order or
descending frequencies of SUC 3.0

SUC 3.0 LTK SEPR-X SEPR-DAY
POS Rank Percent Rank Percent Rank Percent Rank Percent

NN 1 24.00 1 27.69 1 31.05 1 30.40
VA 2 13.31 3 10.99 8 4.00 3 9.98
PP 3 10.67 2 12.15 5 7.32 2 10.88
AB 4 7.00 5 5.83 7 4.18 5 6.82
JJ 5 6.30 4 7.30 6 6.52 7 5.56
PN 6 6.19 10 3.26 14 0.95 11 2.20
MAD 7 5.83 6 5.12 4 9.38 4 9.49
DT 8 4.81 7 4.65 9 2.61 12 1.90
KN 9 4.55 8 4.12 10 2.21 9 3.23
MID 10 4.28 9 3.90 3 10.02 6 6.66
VP 11 1.67 13 2.31 12 1.44 13 1.60
PC 12 1.58 14 2.15 11 2.03 10 2.19
SN 13 1.46 15 1.50 17 0.14 14 0.86
RG 14 1.39 11 2.52 2 16.01 8 5.02
PAD 15 1.39 12 2.39 13 1.12 17 0.60
HP 16 1.37 16 1.30 15 0.38 16 0.62
IE 17 1.11 17 1.09 19 0.12 18 0.52
PL 18 1.07 19 0.48 16 0.16 15 0.65
PS 19 0.86 20 0.47 20 0.11 20 0.21
HA 20 0.79 18 0.54 18 0.14 19 0.40
RO 21 0.18 21 0.16 21 0.05 21 0.06
IN 22 0.13 23 0.02 22 0.02 22 0.06
HD 23 0.05 22 0.06 25 0.001 23 0.01
HS 24 0.01 24 0.01 24 0.003 25 0.002
VB 25 0.01 25 0.0 23 0.02 24 0.01
All verbs NA 14.99 NA 13.3 NA 5.46 NA 11.59
All delimiters NA 11.49 NA 11.41 NA 20.52 NA 16.81

Table 4.5: The amount of verbless sentences in each corpus

SUC LTK SEPR-X SEPR-DAY

11.2% 15.4% 71.8% 40.3%
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amount of verbless sentences in SEPR-DAY is much higher. In fact, 40.3% of
sentences lack a verb. This number is even higher in the case of SEPR-X: 71.8%.
Compare this then to the reference point of 11.2% for SUC and 15.4% in LTK.

While the comparison of passive verbs (VP) in Table 4.4 also seems to imply
that passive verbs are not so common in SEPR-X when compared to the other
corpora, Figure 4.5 indicates that when looking at the combination of all three
verb types, despite their rarity, SEPR-X in fact contains the highest proportion of
passive verbs. This figure shows that almost 22% of verbs are passive, compared
to 17.4% and 11.2% for LTK and SUC respectively. Surprisingly, SEPR-DAY
contains the least amount of passive verbs. Only 5.7% of the verbs reflect
passive constructions. However, this is likely due to the fact that the texts are
written more informally as a note to the doctor themselves. This is in contrast
to the radiology results of SEPR-X which act as a message from one doctor to
another and are characterized by a more bureaucratic tone.

Other noticeable differences in POS statistics include the decline in pronoun
usage in all of the biomedical texts, ranging from near 3, 2, and 1% respectively
for LTK, SEPR-DAY, and SEPR-X compared to that of around 6% in SUC 3.0.
Determiners are also less common in the clinical texts, which make up between
1.9% and 2.61% of SEPR-DAY and SEPR-X respectively, compared to LTK at
4.65%, and SUC at 4.81%. While subjunctions are not so common in any of the
texts, it is notable that they are practically nonexistent in SEPR-X. There they
make up only 0.14% of the corpus compared to to 1.46% in SUC. In general,
all the closed word classes are less common in the SERP corpora than in SUC.
This is also the case when comparing them with LTK, with one exception, that
the number of particles is slightly higher in SEPR-DAY.

In summary, it can be said that the POS statistics for SEPR-X differ the
most and show the most extremes when compared to the other corpora. The
amount of verbs, pronouns, and subjunctions is much lower than the other
corpora. On the other hand, the number of punctuation and cardinal numbers
is very high. The most likely reason for this is the prevalence of the signing
sentence of the SEPR-X data which is further discussed in section 4.7.

4.6 POS sequence analysis
In order to gain an insight into the most common sentence structures of the
clinical data, as well as to have an approximation of how prevalent missing
subjects were, the 100 most common POS sequences in the corpora were
extracted and manually analyzed.

To give an example of what these POS sequences looked like, the top
five most common POS sequences for each corpus are shown in Table 4.6.
During the analysis, five different categories were found which could be used
to distinguish the sequences. Table 4.7 shows these categories: with a subject,
without a subject, wrongly tagged or tokenized, the signing sentence (SIGN)
(which is more thoroughly discussed in section 4.7 and only pertains to the
SEPR-X corpus), as well as type-setting formalities (TSF). The table also shows
what proportion of each clinical corpus these analyzed sequences made up.
Based on this table we can see that the two clinical corpora are more repetitive
in the use of the same sequence types. By only investigating the top 100 most
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Figure 4.3: Percentage of each verb type in the four corpora, VA: active, VP: passive, VB:
compound or abbreviation

common sequences 20.6% of SEPR-DAY has been observed. In SEPR-X this is
a staggering 58.3% showing that this corpus surely makes use of the same type
of standard sentences very frequently.

From the start, sequences which contained or omitted subjects were of
interest. However, this binary classification scheme turned out to not be suitable.
Instead the following five categories were applied: TSF, sign, and wrong, and
with versus without subjects.

Typesetting formalities It turns out that a great deal of the most common POS
sequences of LTK and SUC consist of headlines or other types of typesetting
formalities. Some of these sequences lack substance completely, for example
NN,RG,MAD. which is found in the data as Figure 1 or Läkartidningen 1994; (a
reference to a previous issue of Läkartidningen). Some other sequences were
more difficult to decide whether or not they contained a subject. For example, in
LTK, an example of the twentieth most common sequence NN,NN,NN,MID,NN
is Gunnar Carlgren distriktsläkare , Linköping. While this does contain a subject,
Gunnar Carlgren, the sequence has been classified as a TSF sequence as it is
some type of meta information from an article stating who the article was
written by (Gunner Carlgren), his title (distriktsläkare or general practitioner),
and his location (Linköping). Therefore this type of sequence is not of much
interest in a linguistic analysis and is classified as TSF.

As seen in Table 4.7, the majority of the top 100 POS sequences from SUC
and LTK were this type of sequence. Since LTK is a journal and SUC to some
extent consists of news articles, this is not so surprising.

Signing One specific type of TSF was found which only pertained to SEPR-X.
As it turns out, for each record entry in SEPR-X an electronic signature and
timestamp is included for the physician who has written the entry as well as a
more senior physician as a type of confirmation that the record entry is correct.
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Table 4.6: The five most common POS sequences of the four corpora

Corpus POS sequence Sequence type

SUC 3.0 NN TSF
NN, NN TSF
RG, NN TSF

RG TSF
JJ, NN TSF

LTK NN TSF
NN, RG, MAD. TSF

JJ, NN TSF
RG, MAD. TSF

NN, PP, NN TSF

SEPR-X RG, MAD. Wrong
NN, MAD. Wrong

RG Wrong
RG, RG, MID, RG, RG, MID, RG, MID, RG Signature

NN,NN,RG,MID,RG,RG,MAD. Signature

SEPR-DAY VA, NN, MAD. No subj.
VA, PP, NN, MAD. No subj.

VA, AB, MAD. No subj.
VA, NN, PP, NN, MAD. No subj.

NN, VP, MAD. Subject

Table 4.7: Percentage of the corpora composed of top 100 POS sequences according to
identified sequence type

Corpus With subj. No subj. Wrong Sign TSF Total

SUC 3.0 1.84% 0.36% 0% NA 5.60% 7.8%
LTK 0.40% 0.05% 0.29% NA 8.55% 9.3%
SEPR-X 1.27% 6.84% 27.37% 19.85% 2.71% 58.04%
SEPR-DAY 6.36% 10.37 % 2.85% NA 0.89% 20.47%

These signings translate into two sentences which state the physician’s name
and contact information, date and time of the data entry, and a subsequent
similar sentence from another physician. These sequences are quite similar
to TSF, however since they are only relevant to the SERP-X corpus, they are
considered a separate type of sequence.

Wrong As can be expected with noisy data, some sequences were incorrectly
tagged or tokenized. Table 4.7 indicates that in SEPR-X and SEPR-DAY 27.4%
and 2.9% of the analyzed sequences respectively were incorrectly tagged or
tokenized. During manual inspection of ten examples of each top POS sequence
(see section 3.7 for details on the exact method) it was found that tagging errors
generally were due to abbreviations and abbreviations of multi-word expressions.
As discussed in 3.3, tokenization errors were very common due to e.g. the split
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of words containing hyphens. An example of this in the context of the POS
sequence analysis is that the sequence NN,MID,NN,NN,MAD. (the fifftieth most
common POS sequence in SEPR-DAY) and a sentence which was tagged and
tokenized as such B - glukos ua . which translates to B-glucose without comment.
This example contains both a tokenization error in that B-glukos should be
tokenized as one word, and a tagging error on ua which is short for utan
anmärkning (or without comment). Thus, these wrongly tagged or tokenized
sequences were not analyzed in terms of wether they contained a subject or not
but were instead classified as wrong.

With/without subjects The final two sequence types were those which either
contained or were missing a subject. Table 4.7 shows that SEPR-DAY contained
the highest number of sequences without a subject. 10.37% of the corpus
is made up of POS sequences which lack a subject, while 6.36% have one.
These sequences were often statements indicating negative findings, the most
simple being Inga infektionstecken (in english: no infection signs). This sequence,
DT,NN,MAD. was the fifth most common. Other common types of subjectless
sequences were those indicating an action, but ignoring to state who was per-
forming it. In SEPR-DAY again, the most common sequence was VA,NN,MAD.,
for example expressed as Dubblerar Oxycontin (in English: doubles Oxycontin),
i.e. the doctor has doubled the dose of Oxycontin.

The sample of the SEPR-X corpus investigated in the POS sequence analysis
does not exhibit the same high prevalence of subjectless constructions, however
the amount is higher at 6.84% than that of constructions with subjects at
1.27%. The seventh most common POS sequence of SEPR-X is the first which
lacks a subject. It, as with SEPR-DAY, is an indication of negative findings
(DT,NN,MAD.).

Unfortunately, due to the high number of TSF type sequences in the
top 100 sequences of SUC and LTK, it is more difficult to draw conclusions
concerning subjectless constructions. The observed samples of SUC and LTK
made up 7.8% and 9.3% of the corpora respectively. Of these amounts, only
2.2% and 0.45% respectively could be determined to make use of or ignore
subjects. However, of the 55 POS sequences from SUC that can be analyzed in
this respect, only 8 ignore the use of a subject. This is to be expected as SUC
consists of printed media in which subjectless constructions is taboo.

The sequences in the clinical corpora which lacked subjects were further
analyzed through a constituent analysis. Figure 4.4 shows that these subjectless
sequences could be divided into those which contained verbs and those which
did not. Of the verbless sequences, three types of phrases were identified: noun,
adjective, and adverb phrases. The sequences which contained verbs consisted
of verb phrases or a single participle. Table 4.8 shows how many of these phrase
types were found in SEPR-X and SEPR-DAY. As can be seen, SEPR-DAY uses
a much greater variety of phrase types indicating that it is likely to be more
problematic if syntactic parsing was attempted.
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VP PC

Figure 4.4: The different types of phrases which make up subjectless sequences (node ∅S)
in the POS sequence analysis. Of the subjectless sequences there are those which lack a verb
(node ∅V) and those which contain a verb (node labeled V)

Table 4.8: The frequency of each phrase type found in the subjectless POS sequences of the
clinical corpora

Type SEPR-X SEPR-DAY

∅V NP 19 20
∅V AP 0 2
∅V AdvP 0 6
VP 0 18
PC 0 4

4.7 Signing sentence in SEPR-X
As previously discussed the SEPR-X corpus was found to be full of signing
sentences. These sentences proved difficult for tokenization in the present study
and due to the fact that these signatures are found for each record entry, many
results can be considered slightly skewed. The following (de-identified) excerpt
from the SEPR-X corpus gives an example of this type of electronic signature
as well as the tokenization mistakes made (POS tags shown after the slash):

Eriksson/NN ,/MID Erik/NN p/NN -/MID sök/VA 12345/RG Dokumentda-
tum/NN :/MID 2010/RG ./MAD

01/RG ./MAD

01/RG 12/RG :/MID 41/RG 2010/RG -/MID 01/RG -/MID 01/RG

Signering/NN 2/RG Slutgiltigt/AB svar/NN :/MID Eriksson/NN ,/MID Erik/NN
p/NN -/MID sök/VA 12345/RG BUKÖVERSIKT/NN

Many of the tokenization errors discussed in section 3.3 are apparent in the
signing sentence. First, the word p-sök is tokenized into three tokens despite
it being an abbreviation of personsökare (a pager number to the physician).
Not relevant to the issue of tokenization but linked to it is the fact that the
word sök on its own is in fact a verb and thus introduces a POS-tagging error.
Second, the date 2010.04.10 has been split up after each period and is divided
up between three sentences. Third, the time 12:41 has been tokenized to three
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Table 4.9: Readability metrics, LIX, OVIX, Nominal Ratio (NR) and a modified NR for the
four corpora

SUC 3.0 LTK SEPR-X SEPR-DAY

LIX 41 50 38 35
OVIX 88 83 70 78
NR mod 1.29 1.87 3.82 2.11

tokens rather than one. And last, the word BUKÖVERSIKT is actually a type
of headline for the following information but has been tokenized together with
the preceding sentence rather than as it’s own or, as another possibility, together
with the following sentence.

Aside from this example, one can also see that these signature sentences
make up a great deal of the data and skew the results. Looking back at Table
4.7, at least 20% of the corpus consists of these types of sentences. As 40% of
SEPR-X has not been reviewed in the POS sequence analysis it is possible that
an even greater portion consists of signature sentences. Table 4.4 also shows
that the second most common POS is RG, or cardinal number, followed by
MID, or minor delimiter, e.g. a dash or colon (both of which can be observed
in the above example). This differs greatly from the ranks of this POS in the
other corpora (between 8 and 14). This is certainly due to the large amount
of cardinal numbers and punctuation expressed in pager numbers, dates, or
times in the signature sentences. The example above contains a total of eleven
cardinal numbers.

4.8 Readability
The readability metrics LIX, OVIX, and NR for each of the corpora are reported
in Table 4.9.

SUC has a LIX value of 41 (41 being right between “easy” and “medium-
difficult”) and can be used as a reference point. LTK has a value of 50, the
rank of “difficult or specialist literature”. However, the LIX values for the
clinical corpora are lower than SUC, at 35 and 38 for SEPR-DAY and SEPR-X
respectively implying that they are at the level of “easy fiction”.

The OVIX values indicate that SUC has the highest amount of lexical
variation, followed by LTK, SEPR-DAY and finally SEPR-X. This correlates
with other findings on lexical variation discussed in section 4.3 i.e. a low
type/token ratio and a small number of hapax, dis, and tris legomena in the
clinical corpora compared to LTK and SUC.

NR measures the information density of a text by dividing the amount of
nouns, prepositions and participles, with the amount of pronouns, adverbs, and
verbs. Using SUC with an NR value of 1.29 as a reference point, the information
density of each text subsequently rises. LTK has a higher NR of 1.87 due to
the slightly higher number of nouns and lower number of pronouns (the POS
proportions of each corpora can be found in Table 4.4). The next highest NR
is that of SEPR-DAY at 2.11, which has an even larger amount of nouns and
smaller amount of pronouns. This however is dwarfed by the NR of SEPR-X

46



at 3.82. This significantly higher NR when compared to the other texts, and
especially that of standard Swedish, is due to the fact that SEPR-X contains
only one third the amount of verbs as SUC 3.0 and one sixth the amount of
pronouns. This in turn greatly reduces the size of the denominator in the NR
calculation.

In summary, the measures OVIX and NR can be used to approximate the
lexical variation and information density of all the text types. The measurement
for indicating the difficulty level of texts, LIX, indicates that the EHR’s are
in fact easier to understand than SUC. Previous research, however, has shown
that this is not the case which means that LIX is an inappropriate measure of
readability on this domain.
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5 Discussion

The purpose of this thesis was to characterize Swedish language EHR’s as
compared to standard Swedish, represented by SUC, as well as formal and
structured biomedical text in the form of LTK. Are EHR’s different from SUC
and LTK? The results show that in practically all linguistic features studied that
this is the case.

In terms of word and sentence composition, the results indicate that the EHR’s
make more frequent use of short words and sentences, which was expected. Of
the linguistic features observed in the present study, frequent use of numbers,
punctuation, and abbreviations have an affect on the word lengths in the four
corpora, and the results show that the amount of each of these are all higher in
the clinical data. The fact that sentence length was shorter in the clinical data is
in line with previous research on EHR’s in a number of languages which have
discussed the EHR’s telegraphic nature. This is due to omission of unnecessary
information such as verbs and subjects and especially low use of content words.
This is inline with previous studies such as Aantaa (2012), Adnan et al. (2010),
Friedman et al. (2002), Kandula and Zeng-Treitler (2008), and Kvist et al.
(2011).

The EHR’s were also found to differ from the other corpora in terms of
lexical variation. The EHR’s exhibited a much lower type/token ratio; hapax,
dis, and tris legomena; as well as having a low OVIX score. Kvist and Velupillai
(2013) found the same type of results in a different study of SEPR-X in that
they found a set of recurring sentences and expressions which made up a
generous portion of the corpus.

Unknown words have repeatedly been named as a prominent characteristic
of EHR’s and can consist of technical terms, misspellings, and abbreviations
(Adnan et al., 2010; Allvin, 2010; Bretschneider et al., 2013; Kvist et al.,
2011; Liu et al., 2011; Patrick et al., 2010). This was also found to be true in
the present study. Technical terms and abbreviations were found to be more
prevalent in the EHR’s than the other two text types. Patrick et al. (2010) found
that approximately 30% of the words of an English language EHR corpus were
unknown. In the present study it was found that, when compared against SUC,
the EHR’s only shared between 12% and 16% of SUC’s contents. Since SUC is
only made up of approximately one million words it would be interesting to
compare the EHR’s and LTK to a larger corpus, for example PAROLE which
consists of almost twenty million words. One could also lemmatize1 the data
and surely a greater amount of the EHR’s vocabulary would match that of
standard Swedish.

1Lemmatization is the process of grouping together the different inflected forms of a word
so they can be analyzed as a single item.
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Another way the corpora differed was with regards to their use of the parts
of speech as well as through the omission of subjects. The EHR’s made much less
use of verbs and closed word classes, and more frequent use of passive verbs, all
of which is in line with previous research. The POS sequence analysis, while
only giving an approximation of the prevalence of omitted subjects indicated
that this was common in the EHR’s. While SUC and LTK were not well
characterized through this type of analysis, it is perhaps not too far fetched to
assume that subjectless constructions should be less common in them due the
fact that it would be considered taboo in these text types.

Also of interest in the present study was how the corpora differed in com-
plexity as measured by Swedish readability metrics. Could the corpora even
be fairly represented with these types of metrics? The results indicated that
the EHR’s were more complex than SUC and LTK in terms of information
density (NR) and lexical variation could be measured with OVIX. However, the
measurement LIX was inappropriate in measuring the difficulty of the EHR’s.
LIX does seem to represent SUC and LTK accurately, in that SUC is at an easy
reading level and LTK has the difficulty level of difficult or specialist literature.
The EHR’s on the other hand have been classified as easier to understand than
LTK and SUC. At this point, we know that that is not necessarily the case.
Thus, OXIV and NR can be used without adjustments, however LIX must
be adapted to the clinical domain. Previous research has indicated that this is
the case for English language EHR’s measured with similar types of readability
metrics constructed for standard language (Kandula and Zeng-Treitler, 2008).
The simplicities which make LIX and these other metrics unsuitable for EHR’s,
such as classifying a word as “difficult” if it is more than six characters long, can
be adapted to tackle the complexities of clinical data. Since both OVIX and NR
do present an accurate view of the language variation and information density of
the clinical data, perhaps they could be incorporated into some type of hybrid
metric which also takes into account other prevalent, difficult linguistic features
of EHR’s such as the frequency of abbreviations and technical terms.

Another research question was could an “off-the-shelf” tokenizer and POS
tagger be used without adaptation on the clinical data? The short answer is no,
domain adaptation must be performed. However, two of the three tokeniza-
tion errors found were most prevalent in SEPR-X in the singing sentence as
incorrect sentence segmentation after the use of punctuation, for example after
abbreviations, and by not splitting the sequence ):. By removing this sentence
from the data these errors would be greatly reduced.

The results of the POS tagger adaptation performed in the present study
showed promising potential. While the initial accuracy of 0.83 and 0.85 for
SEPR-X and SEPR-DAY respectively is far from acceptable, the elimination
of two tags improved tagging accuracy by 2% in SEPR-DAY and 4% in SEPR-
X, resulting in an accuracy of approximately 87% for both corpora. Previous
research has shown that by adding a small in-domain training corpus that
tagging accuracy can be greatly increased. On an English language EHR, for
example, Coden et al. (2005) increased tagging accuracy by 5%–10% in this
manner. Were the tagging accuracy in the present study raised by only 5% to
92% this would be a substantial improvement. As approximately 10,000 words
were corrected in the final analysis it would be interesting to re-train Stagger
on the SUC training corpus in addition to this new gold standard to see if the
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accuracy improves.
As stated previously, the signing sentence was discovered during the POS

sequence analysis. While this type of sentence does make up a great deal of
the SEPR-X corpus and one can claim that due to that it should be taken
into account in the linguistic characterization of it, it is characteristic of the
specific record system used by the clinics from which the data was obtain. Thus,
other record systems used in other parts of Sweden would not necessarily have
this type of sentence. Because of this, as well as because the signing sentence
lacks substance and introduces errors during low-level processing it should be
removed before continued future research. This will result in more accurate
quantitative statistics.

As stated above, lemmatized data would be of use in comparing the EHR
vocabulary to SUC in order to determine the amount of unknown words as
Swedish morphology is rather complex and contains a large amount of in-
flections. Compound words also abound in Swedish and are very productive.
Dalianis et al. (2009) gives examples of this in Swedish language EHR’s, for
example leverkirurgkonferens (conference for liver surgeons) and strålbehandlings-
planeringsdatortomografi (radiation-treatment-planning-computer-tomography).
According to Lundberg and Reichenberg (2008) the use of compound words
makes the word more specialized than its components and the idea being
expressed becomes more abstract. Therefore they recommend against using
compound words when writing a text which is easy to comprehend. Aantaa
(2012, p. 6) found that many of the patients she interviewed attempted to
split up compound words in order to understand them. Thus, in the future
compound words should be identified and split up in order to ease consumer
comprehension.

Another useful pre-processing tool which should be implemented is that of
spell-checking. Ruch et al. (2003) found that up to 10% of French EHR’s were
spelling errors and misspellings have also been discussed as being prevalent in
Swedish EHR’s in Kvist et al. (2011) and Dalianis et al., 2009. Spell checking
in EHR’s however is no simple task. Patrick et al. (2010) discusses why the
application of standard spell-checkers has been problematic on the English
language clinical domain. As stated previously, approximately 30% of words are
unknown in English language EHR’s and that clinical data makes frequent use
of abbreviations, acronyms and named entities. Spell checkers generally make
use of external lexicons, but in this case at least 30% of words are not found.

In the present study, as adapting a parser was outside of the scope, a POS
sequence analysis was performed to gain an insight into the aspect of subjectless
constructions. If a syntactic parser2 was adapted to the clinical domain however,
this would produce more interesting results. This is no simple task however. As
mentioned previously, fragmented and ungrammatical sentences are common
in clinical data and this poses problems to tools used for syntactic parsing.

While the present study has quantified a number of linguistic features which
have frequently been stated to plague the reader in their comprehension of
EHR’s, many steps must still be taken in order to develop a fully functional
simplification tool. However, by using the results presented in this thesis, one
need not speculate on how EHR’s differ from standard Swedish in terms of word

2Through the process of syntactic parsing, the structure of a sentence can be determined.
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and sentence composition, lexical complexity, common sentence structures, as
well as on the use of traditional off-the-shelf tokenizers and POS taggers.
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6 Conclusion

The ability to access one’s own electronic health record (EHR) online is part
of a growing trend in Sweden and abroad and is already in place in some
areas. Having access however does not ensure that the patient will understand
what has been written about them and their health care. Previous research has
found that EHRs are filled with linguistic features which are typical of text
that is difficult to comprehend without an appropriate background. Rather
than manually simplify all existing EHR’s and directing medical personnel to
adapt their language use to that of the patient, automatic methods for EHR
simplification need to be developed. In order for this to be successful, concrete
details on what linguistic features characterize them must be available.

The present study used a comparative register analysis in order to determine
the prevalence of a number of linguistic features. Four corpora were studied,
two of which represented EHR’s in the form of radiology results and doctor’s
daily notes. The other two corpora represented general Swedish and formal,
biomedical journal text respectively. By comparing the results of the charac-
terization of each corpus, it was found that EHR’s differed in all aspects to
varying degrees in terms of word and sentence composition, lexical complexity,
and common sentence structures. Compared to standard Swedish, EHR’s make
more frequent use of short words and sentences, abbreviations, and technical
terms, and make less frequent use of subjects, verbs, and content words. These
linguistic features can be directly linked to the situational circumstances of the
texts. The lexical variation of the EHR’s is much lower than standard Swedish
as well as the biomedical domain.

The POS tagger and tokenizer developed for standard Swedish which was
applied to the clinical data was found to be insufficient for handling their
complexities. A small-scale tagger adaptation was performed which slightly
improved tagging results as well as produced a small gold standard for future
work on POS tagging. The traditional Swedish measurement of readability, LIX,
was found to be insufficient in measuring the difficulty of EHRs, thus, in order
to determine the difficulty level of EHR’s, an adapted measure will need to be
developed.

By quantifying the linguistic features of the EHR’s and comparing them to
standard Swedish, a foundation has been laid for various types of future work
on clinical data, which were outside of the scope of the present study.
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A Interpreting the tag set

Table A.1: Tag set codes and interpretation

Tag code Part of speech Example

AB Adverb inte
DT Determiner denna
HA Interrogative/Relative Adverb när
HD Interrogative/Relative Determiner vilken
HP Interrogative/Relative Pronoun som
HS Interrogative/Relative Possessive vars
IE Infinitive Marker att
IN Interjection ja
JJ Adjective glad
KN Conjunction och
NN Noun pudding
PC Participle utsänd
PL Particle ut
PM Proper Noun Mats
PN Pronoun hon
PP Preposition av
PS Possessive pronoun och
RG Cardinal number tre
RO Ordningstal tredje
SN Subjunction att
UO Foreign Word the
VA Active Verb kasta
VP Passive or Deponential Verb kastas
VB Verb compound or abbreviation obs
MID Minor delimiter .
MAD Major (sentence) delimiter -
PAD Pairwise delimiter (
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