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Abstract. This paper presents work where a general-purpose text cat-
egorization method was applied to categorize medical free-texts. The
purpose of the experiments was to examine how such a method performs
without any domain-specific knowledge, hand-crafting or tuning. Addi-
tionally, we compare the results from the general-purpose method with
results from runs in which a medical thesaurus as well as automatically
extracted keywords were used when building the classifiers. We show that
standard text categorization techniques using stemmed unigrams as the
basis for learning can be applied directly to categorize medical reports,
yielding an F-measure of 83.9, and outperforming the more sophisticated
methods.

1 Introduction

Automatic text categorization, which aims at assigning one or more categories
from a predefined set to documents, is a well-studied field within information
retrieval, natural language processing (NLP) as well as within machine learn-
ing. Most studies in text categorization are performed on texts taken from the
same domain, where the prevailing domain is that of newspaper texts. The main
reason for this choice is that there are available data sets of high quality, la-
beled by human indexers, which can be used to automatically build and evaluate
categorizers. Unfortunately, text categorization experiments comparing various
methods in other domains than newspaper texts are rare, probably because of
the lack of training and test data consisting of high quality labeled full-length
documents.

During the last years, a large number of biomedical data sets and resources
have been made available, as biomedical informatics has become a challenge for
NLP techniques. The resources consist of a wide range of texts from medical
databases, such as clinical reports or full-papers published in medical journals.
These texts need to be processed to enable better access to the large amount
of information currently hidden. The documents are used, for example, for the
automatic detection of terms and ontology building, or for mining, classification
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and knowledge extraction — a time-consuming and expensive task in any domain
when carried out manually.

The purpose of this study was to investigate how general-purpose text cat-
egorization techniques can be applied to the categorization of free-text medical
reports. We describe a set of experiments on the classification of clinical texts, in
which no hand-crafting, tuning or domain-specific knowledge were applied. A set
of runs, where simple unigrams were extracted are compared to the results when
a medical thesaurus as well as automatically extracted keywords were included
during learning. More specifically, we assigned ICD-9-CM codes to radiology re-
ports in the form of free-texts, using Support Vector Machines. We experimented
with different representations, namely both stemmed and unstemmed unigrams
weighting the terms according to their frequency (TF) or their TF*IDF values
(where IDF is the inverse document frequency). When selecting the unigrams
in a more knowledge intensive fashion, we applied a medical thesaurus. We also
applied a method for automatic keyword extraction to the reports. In addition,
we experimented with combinations of the representations.

Next, a brief overview over the field of text categorization is given. In Sec-
tion 3, we present the corpus, the learning algorithm and the experimental set-
tings for our categorization experiments. In Section 3.5, we present the results
and in Section 4 we discuss some related work. Finally, in Section 5, we conclude
the paper by discussing our findings.

2 Text Categorization in Brief

Since the 1960s, a large number of studies on the automatic categorization of
texts has been published. The main motivation for this research is that manual
document categorization is not feasible in an information society. In addition, it
is a challenging task in the intersection of computer science and linguistics. The
increasing number of sophisticated algorithms developed in machine learning
have been successfully applied to the task. A comprehensive overview of this
field can be found in [1] and [2].

In the research area of text categorization, the main focus has been on the
application and the evaluation of different types of machine learning algorithms,
as well as on the representation of the input data. The most common technique
applied is based on supervised machine learning where a classifier is trained
on a corpus consisting of labeled documents. Support Vector Machines (SVM)
have been shown to be both efficient and successful, and outperform other learn-
ing algorithms, such as K Nearest Neighbor (KNN), Bayesian learning or rule
induction algorithms [2].

The data are often represented as a “bag-of-words”, where the running words
separated from each other with space (that is the tokens, also called unigrams)
are used without their interdependency in the original document. When vector
space models are used as learners (as in the case of SVMs or KNNs), each doc-
ument is represented as a feature vector, where each feature is associated with
a particular token in the document. A feature is usually weighted by counting
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the term frequency or by calculating the TF*IDF value. In addition, the tokens
can be stemmed, and/or analyzed on different linguistic levels: lexical, morpho-
logical, syntactic or semantic. More complex feature representations have been
examined in other studies, investigating how such representations can be used
in combination with or as an alternative to the bag-of-words representation.
Features explored have been, for example, bigrams [3], extracted Part-of-Speech
(PoS) compounds matching certain PoS patterns [4], complex nominals [5], noun
phrase chunks [6], and automatically extracted keywords [7–9]. In some studies,
alternative input features are selected and prediction models trained on differ-
ent representations are combined [10, 11, 9]. In general, the simple bag-of-words
models obtain the highest performance. Recently, research on automatic domain
adaptation has been in focus [12, 13].

Most studies in text categorization perform experiments on only one cor-
pus. A classic and the most widely used benchmark for text categorization is the
Reuters-21578 corpus containing about 20 000 news wire articles in English with
multiple categories [14]. Another, and more recently released benchmark, is the
Reuters Corpus Volume I, also called the RCV1 corpus [15] which is a collection
of over 800 000 manually categorized news wire stories with hierarchical classifi-
cation. Also, the 20Newsgroups corpus [16] consisting of around 20 000 articles
labeled with 20 categories taken from the Usenet newsgroups collection should
be mentioned. These three corpora all contain texts from the news domain. From
another domain, there is the OHSUMED text retrieval test collection [17]. The
OHSUMED corpus contains medical abstracts from the year 1991, labeled with
Medical Subject Heading (MeSH) categories and have been used in experiments
by for example [18–21].

3 Experiments

In the experiments of medical text categorization described in this paper, we
decided to use state-of-the-art techniques for text categorization. The following
sections describe in detail the experimental settings as well as the corpus data
for the text categorization experiments.

3.1 Corpus

The corpus, that is the training and the test sets, used in our experiments were
provided by the CMC medical NLP challenge organizers [22]. It is a clinical
data set collected from the Cincinnati Children’s Hospital Medical Center’s De-
partment of Radiology. The data had been anonymized and a classification gold
standard was created based on expert opinion. Four conditions were set in cre-
ating the corpus so that it should be de-identified in order to meet protection
of privacy standards; it should be a representative sample of the problems the
coder faces; there are enough data in the well-represented classes of the sample;
and there would exist a proportionate representation of low-frequency distractor
classes [23].
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The data had been completely expunged of information that can be used to
identify a patient. This was done to meet both legal and ethical responsibilities
faced when handling and publicly releasing clinical data. It was done through
disambiguation, anonymization, and data scrubbing. A series of clinical disam-
biguation rules, based on a sliding window of one trigram, were developed by
clinical experts to translate ambiguous terms, clinical acronyms, and abbrevi-
ations. Anonymization in order to assure patient privacy not only dealt with
de-identification where patient-specific identifiers such as patient name, age, or
gender are detected and replaced with non-specific markers, but also went further
attempting to replace sensitive fields with like values that obscure the identity
of the individual. The data was then scrubbed by reviewing for the presence of
any of the 16 possible Protected Health Information (PHI) data fields and by
changing names and shifting dates. A final visual review was conducted and the
entire record set was deleted if it contained any token which was perceived as
potentially violating the regulations followed yielding a corpus of 2 200 records
[23].

Labeling each record with the appropriate class category was done by experts
and by taking their majority vote. ICD-9-CM codes were used to encode the
class labels. The clinical history and impression fields were used fundamentally
to categorize the records. More detailed information on the ICD-9-CM coding
scheme can be found in [23].

The training set contained 978 documents while the test set contained 976.
45 ICD-9-CM labels are used in these data sets forming 94 distinct combinations,
since a document may be assigned more than one label. Any combination has
at least two exemplars in the data, and each combination was split between the
training and the test sets. Therefore there may be labels and combinations of
labels that occur only one time in the training data but there exist none that
occur only once in the test data [23].

3.2 Learning Algorithm

For the learning algorithm, we chose Support Vector Machines (SVM) [24], which
is the learning method that has been shown to yield the highest results in text
categorization [25, 26]. We used the SVM-light package [27] with default param-
eter settings, resulting in a linear SVM classifier.

3.3 Data Representations

The textual data were converted to the numeric format required by SVM. Such a
conversion involved processes such as feature selection, document-feature map-
ping, feature-value assignment, and SVM input formatting. Feature selection
is the process where a unique term list with or without various types of pre-
processing using techniques from NLP is constructed. These pre-processing steps
and their resulting representations are described in detail below.

We represented each document as a vector where the elements are feature-
value pairs. The features represent a unique id assigned to each term in the
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selected unique feature term list and values represent numeric values assigned
for each feature indicating the presence (with or without associated weight value)
or absence of the feature in each document. We also produced a file containing
data about each class and all the documents assigned the class in question, in
the form of class – document1, document2, document3, ..., documentN; for each
class category present. Some of the documents were labeled with more than one
class. In that case, the document was associated to all the classes it has been
assigned to. The final process was representing the data in the format that is
required by SVM. One file was constructed for each class label containing the
feature-value vectors for all the documents present in the training set and the
assigning value 1 to the positive examples (belongs to the class) and -1 to the
negative examples (do not belong to the class).

The test set went through the same pre-processing steps as that of the train-
ing set, with the exception that the SVM input was only one test file containing
feature-value vectors for all the documents in the test set and a uniform -1
assigned to each vector.

The following sections describe in detail the feature selection and the repre-
sentation techniques together with the experimental settings for the text cate-
gorization experiments.

3.3.1 Unigrams

The features used for representation in this run were unique unigrams, that is
each unique token present in the Clinical History and Impression fields of the
original data was used. Binary values of 0 and 1 representing the presence or
absence of a unigram were used as values corresponding to each feature (that is,
the feature value was binary). An example is given below. We used a compact
representation, where we only listed the non-zero valued features, and implicitly,
the rest of the feature values were assumed 0.

CLINICAL HISTORY 4-year-old female with urinary tract infection.

IMPRESSION Normal renal ultrasound. Incidental note of tiny amount

of free fluid in the pelvis cul-de-sac.

UNIGRAMS: 4-year-old female with urinary tract infection normal

renal ultrasound incidental note of tiny amount of free fluid in

the pelvis cul-de-sac

3.3.2 Unigrams with stemming and stop word removal

In this run, the feature selection included stemming and stop word removal.
We used the Porter stemmer4 in order to remove suffixes from the tokens and
merge morphological variants of words into one representation. Furthermore,
stop words that were non content bearing function words such as the, a, is, in,

4 The Porter Stemmer: http://www.tartarus.org/~martin/PorterStemmer/
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etc. were removed. We used a publicly available list of stop words for English5

in order to decide which words were to be removed. The features used for rep-
resentation were thus the unique, stemmed, content bearing words present in
the Clinical History and Impression fields of the original data. Binary values of
0 and 1 representing the presence or absence of a unigram were used as values
corresponding to each feature. An example taking the same record as above is
given below.

UNIGRAMS_STOP_STEM: 4-year-old femal urinari tract infect normal

renal ultrasound incident note tini amount free fluid pelvi

cul-de-sac

3.3.3 Unigrams with TF*IDF

The features selected in this run were the unigrams without any further pro-
cessing, similar to the above described unigrams run. The difference between
these two runs laid in the feature values used. In this run the feature values were
TF*IDF weights instead of the binary values. TF*IDF represents the product
of term frequency and inverse document frequency for each token. It is a weight
used to determine the importance of a term in a document. The importance
increases as the term frequency (that is the number of times the term occurs
in a document) increases; while the importance decreases with the increasing
number of documents in the entire collection in which the word occurs. As men-
tioned above, the TF*IDF weighting was what made this run different from the
unigrams run, therefore we will give an example of the vector representation for
the same document as in the examples above for both runs.

UNIGRAMS: 99588962 63:1 144:1 408:1 592:1 615:1 634:1 736:1 738:1

753:1 961:1 966:1 979:1 982:1 1031:1 1185:1 1407:1 1433:1 1451:1

1470:1 1501:1 1579:1

TF*IDF: 99588962 63:1.68921016704686 144:1.99024016271084

408:2.94448267215017 592:0.734967657607538

615:1.90308998699194 634:2.24551266781415

736:0.661181443446619 738:2.94448267215017 753:0.995092665505256

961:0.274236819076045 966:2.64345267648619 979:0.592245322338474

982:0.382189807693694 1031:1.68921016704686 1185:0.596177809102008

1407:0.36241930923846 1433:2.64345267648619 1451:0.944482672150169

1470:0.694062669841275 1501:0.919176806885398

1579:0.234365307038352

where 99588962 is the document id, and the pairs such as 63:1.68921016704686
and 63:1 represent the feature:value combinations for each word in a particular
document and representation. Note that the vectors are presented in a compact
format where only the non-zero valued features are listed.

5 The stop word list comes with the lemur toolkit for language modeling and infor-
mation retrieval: http://www.lemurproject.org/
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3.3.4 Medical thesaurus

This run dealt with stop word removal similar to the unigrams, but without
the stemming and other resources. In this run we used an on-line medical terms
glossary6 and extracted each term from the glossary list. We matched each term
in the Clinical History and Impression section of each document to the glossary
entries, and kept only the terms in the data that had corresponding entries in
the list of medical terms and their glossaries. This process removed almost three
quarters of the unique words present as feature values, but the remaining ones
were mostly content bearing medical terms. The remaining terms were treated as
unigrams, and the feature values were binary. The same example as used above
for this representation follows below.

MEDTERMS: old female urinary tract infection normal renal

incidental fluid pelvis

3.3.5 Keywords

The method applied to extract keywords for the text categorization experiments
discussed in this paper is based on a method described in [28, 29]. The approach
taken is that of supervised machine learning, where prediction models are trained
on manually annotated data. No new training was done on the text categoriza-
tion documents, but models trained on other data were used. As a first step to
extract keywords from a document, candidate terms are selected from the doc-
ument in three different manners. One term selection approach is statistically
oriented. This approach extracts all uni-, bi-, and trigrams from a document.
The two other approaches are of a more linguistic character, utilizing the words’
part-of-speech. One approach extracts all noun phrase chunks, and the other
all terms matching any of a set of empirically defined PoS patterns (frequently
occurring patterns of manual keywords). All candidate terms are stemmed. Four
features are calculated for each selected term: term frequency; inverse document
frequency; relative position of the first occurrence; and the PoS tag or tags as-
signed to the candidate term. To make the final selection of keywords, the three
prediction models are combined. Terms that are subsumed by another keyword
selected for the document are removed. For each selected keyword, the most
frequently occurring unstemmed form in the document is presented. Each doc-
ument is assigned at the most twelve keywords. To avoid that a document gets
no keywords, at least three keywords are always selected (provided that there
are at least three candidate terms).

When each document was represented by its set of keywords — selected
according to the above discussed method — they were further processed for
the text categorization experiments. The next pre-processing done for this run
was removing stop words from the keywords list in a similar manner as to that
described above for the unigrams and the medical thesaurus representation. The

6 http://users.ugent.be/~rvdstich/eugloss/EN/lijst.html
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remaining terms were treated as unigrams. The feature values used also here
were binary. An example:

KEYWORDS: normal renal ultrasound pelvis cul-de-sac urinary tract

infection tiny amount incidental note free fluid female urinary

note tiny old female 4-year-old female

3.4 Training and Validation

In order to establish which classifier that would give the highest performance
given the five experimental settings described above, we divided the training
data into ten parts of equal size and performed a ten fold cross validation. After
classification, we empirically evaluated the threshold values for the output of
the SVM, and also combined the classifiers differently. These experiments are
presented below, as are the results.

3.4.1 Setting the Threshold for the Positive Instances

The output value from the SVM is numerical, and we empirically set the thresh-
old value for when an instance should be regarded as a positive example. This
was achieved by altering the threshold in a large number of runs, while observing
the resulting average F-measure for the 10-fold cross validations for each of the
five representations.

3.4.2 Combinations

We also tried a number of combination runs, as previous research has shown
that this can be successfully applied to the task of text categorization [9]. In this
paper we describe two of those. 1) Taking a majority vote of three classifiers:
the medical terms, the keywords and the best unigram, where each classifier has
the individually best performing threshold. 2) Adding the value output by the
SVM for those three classifiers, and then finding an optimal threshold for the
combined value.

3.4.3 Results

To evaluate the performance, we used precision, recall, and micro-averaged F-

measure, and we let the F-measure be decisive. The results for the 10-fold cross
validation runs are shown in Table 1, where the values given are the average of
the ten runs made for each experiment. As can be seen in this table, the highest
precision is obtained by the automatically extracted keywords. The highest recall
is achieved by the run in which the text are represented by stemmed unigrams
with their term frequency as feature values. The highest F-measure, which is the
most interesting measure in our experiments, is also obtained by the stemmed
unigrams with TF. None of the combination runs were better than the individual
runs.
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Representation Precision Recall F-measure

Unigram TF 83.74 80.78 82.21

Unigram stems TF 81.67 83.11 82.34

Unigram TF*IDF 81.56 81.52 81.51

Medical terms 75.24 73.19 74.16

Keywords 84.57 69.76 76.40

Combination 1 82.50 79.30 80.83
Combination 2 81.29 82.78 81.99

Table 1. The average results from the 10-fold cross validations.

3.5 Results on the Test Set

As the last step, the best performing model during the validation phase was
applied to the previously unseen test set, available from [22] for the CMC chal-
lenge. The results yielded a micro-average F-measure of 83.92 which is higher
than what was obtained during the validation phase.

4 Related Work

One example of categorization of free-text in the medical domain is given in
[30], where free-text triage chief complaints (a text describing why a patient
visits an emergency department) have been classified into eight categories (seven
symptoms and one category for any “other” symptom). To obtain a classifier,
probabilities for a manually constructed Bayesian network are learned during
a training phase. In this particular application, the categorized texts are to be
used as input to a system for so called syndromic surveillance. By this is meant
a system which automatically detects if there is a rise of certain symptoms in
society, and thus points to the risk of an outbreak of some kind. In the same
project, [31] has applied a naive Bayes classifier for the task, obtaining slightly
lower results than that of the more semantically oriented classifier by [30]. In
a Canadian project also aiming at syndromic surveillance, a maximum entropy
model is developed for the classification [32]. In an experiment comparing this
classifier with the previously mentioned Naive Bayes, the maximum entropy
model had the highest performance for the three most frequent syndromes.

In [33], three classifiers (a K-nearest-neighbor, relevance feedback, and Bayes-
ian independence) were applied to automatically assign ICD-9 codes to dictated
inpatient discharge summaries. They show that a combination of the classifiers
obtain the highest performance and that for this particular problem, a new query
formulation and weighting methods for the KNN improved the accuracy. They
suggest that their system could be used as a computer-aided coding system to
help human annotators to select the correct label among the top candidates.
This is motivated by the fact that their system chose the correct code in 46 per
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cent of the times, while in 91 per cent of the times it was found among the top
ten candidates.

5 Concluding Remarks

In this paper, we have presented a study on automatic categorization of syn-
dromes. This was obtained by assigning ICD-9-CM codes to free-text medical
reports using general-purpose text categorization methods. We described a set
of experiments where a bag-of-words representation was the basis, for which we
experimented with both stemmed and unstemmed terms as well as with term
frequency and TF*IDF as feature values. These runs were compared with the
results when a medical thesaurus and automatically extracted keywords were
added during learning. Given that the methods are simple and fully automatic,
the results are surprisingly high, yielding an F-measure of 84. Nontheless, de-
pending on the actual application for which the classification will be performed,
the results might not be satisfactory. For example, in an application for syn-
dromic surveillance [30], for which the categorized texts are aggregated, mis-
classifications are easily tolerated, as no single patient would suffer any damage.

Noteworthy is also the fact that by using automatically extracted keywords in
the classification, the highest precision is obtained. This could be an advantage,
if the requirement of the application is to achieve correct classification for, for
example, medical diagnosis, rather than finding all possible categories in any
domain.

In the medical NLP challenge, in total 44 teams submitted results for the test
set, and every team was only allowed to submit a single run. With the approach
described in this paper, we ended up on the 13th place which is not bad, given
the fact that no domain adaptation was applied.
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